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Abstract: This paper presents a detailed modeling of TCP offload in the context of SPECweb99 web-server benchmark in order to assess the impact of offload on the overall server performance. A number of possibilities with respect to offload are considered, including the offload location, data/connection offload and direct/iSCSI based storage. The results indicate that a carefully designed offload engine coupled with a lean host interface can more than double the SPECweb99 performance.

1. Introduction

The predominance of TCP/IP based applications in a modern data center coupled with the high cost of the OS Kernel based TCP/IP stacks has prompted intense interest in hardware offload of TCP/IP over the last several years. Although commercial offload products have already been available for some time, the problem of effective TCP/IP offload is by no means solved. The main reasons for this are (a) relative immaturity of the available products and solutions, (b) industry movement from the current 1 Gb/s Ethernet infrastructure to the future 10 Gb/s or higher speed infrastructure which makes the offload problem far more challenging, and (c) offload needs in a data center go well beyond basic TCP/IP offload and include support for storage over IP, inter-process communication (IPC), and security (IPSec and SSL). Furthermore, the scalability of the offload and the net benefit gained by an application very much depends on where the offload engine is located and how it interfaces with the host.  In this paper, we address some of these issues and study the impact of TCP/IP offload on a front-end (or web) server, although the impact of storage over IP is also explored. The main vehicle for this study is the SPECweb99 benchmark (http://www.spec.org/web99).

It is well known that in typical web-server workloads, a major portion of CPU utilization is attributable to the TCP/IP stack. Yet, the TCP state machine itself is straightforward and not the source of this overhead [1]. Much of the TCP overhead is actually attributable to its OS based implementation which results in the following inefficiencies: (a) trap/interrupt based invocation/completion architecture, (b) multiple switches between user and kernel modes, (c) multiple intermediate layers to be crossed to get to the real TCP code, (d) one or more memory to memory copies, and (e) elaborate error/exception handling code. These issues are well explored in several other papers such as [1] and will not be addressed in this paper. Instead we concentrate on the modeling of application performance under well-optimized TCP offload scenarios.

In a data center environment, there are 3 types of TCP/IP based networking traffic that one may need to deal with:

(a) Traditional query-response networking traffic between client & front-end or between tiers themselves. 

(b) Inter-process communication (IPC) used for synchronizing processes and sharing data between them. This interaction could be inter or intra-tier although the latter generally does not show up in the current front-end designs. 

(c) Storage over IP traffic. Although traditionally the data-center storage has been direct connect or fiber channel based, there is an expectation of increasing penetration of storage protocols running over TCP/IP such as iSCSI (http://www.snia.org/home).

Although the traditional TCP socket interface can be used for all 3 types of networking traffic, the last two traffic types require lower latencies and efficient transfer of both small and large data blocks. Recently, remote DMA (RDMA) has emerged as a leading method of supporting IPC and storage over IP traffic (www.rdmaconsortium.org). The RDMA protocol sits atop a framing protocol that provides a message abstraction to the TCP stream and thus simplifies direct placement of out-of-order data without substantial intermediate buffering. Several framing protocols have been defined, but the MPA (Marker PDU alignment) protocol has recently received IETF nod. MPA puts a 32-bit marker at regular intervals in the byte stream generated by the TCP protocol. The RDMA protocol supports a “remote DMA” type of semantics from the source user buffer (on one machine) directly to the destination user buffer (on another machine). The direct user to user transfer requires pre-allocation and pinning of buffers on the receive side, and a mutual pre-exposure of buffers so that during the transfer phase data can be streamed from sender to receiver side without any hiccups. RDMA operates in the virtual address space and thus requires  on-the-fly virtual to physical address translation.
 Other RDMA operations include buffer tagging and protection checking. These features make RDMA expensive to implement, however, the result is a low-latency, 0-copy transfer path for IPC and storage over IP. 

2. Offload Modeling Assumptions 

Because of feature limitations and immaturity of current TCP offload engine (TOE) products, an experimental study wasn’t appropriate for the purposes of this paper, as its results would have been skewed by the quirks and limitations of the specific implementation. Instead, we considered workload performance modeling under a well-optimized TCP offload implementation with the following characteristics:

(a) No unnecessary memory-to-memory copies. In particular, on the transmit side, data is directly streamed from the user buffer into the NIC’s buffer for transmission. Also, on the receive side, only the out-of-order packets involve an intermediate buffering (between NIC buffer and the user space). 

(b) A hardware mechanism for host to signal the TOE, e.g., a doorbell as in the VI-architecture context [2].

(c) Efficient completion notification from TOE to host (i.e., completions go into a queue so that a single interrupt can inform of several completions).

(d) Kernel transitions are minimized and required only for essential OS operations such as interrupt handling, buffer registration/pinning, etc.

(e) Explicit synchronization between host and TOE and IO device register reads are minimized.

TCP/RDMA offload requires access to a lot of information that is usually maintained in the main memory. The major information elements include (a) context, which is a portion of the transmission control block (TCB) that TCP needs to maintain for each connection, (b) hash-table, which is required to correlate a packet with a connection, (c) routing-table, which is needed for filling the next hop IP address,  (d) address translation table, required for virtual to physical address translations, and (e) protection table, required for ensuring proper access rights for the RDMA operation. In order to achieve wire-speed operation of the TOE at high data rates (more than a few Gb/sec), it is necessary to minimize TOE-side accesses to memory to obtain this information.  One way to achieve this is to provide TOE device itself with its own DRAM memory (known as sideram); however, this solution usually makes TOE engine very expensive. A less effective alternative is to provide a suitably sized cache in the TOE so that it needs to retrieve information from main memory only once for each “burst”. A burst here refers to closely spaced activity on the same connection such as a reception of a TCP acknowledgement followed by the transmission of a few packets. It is found that the cache size needed to capture burst-level locality is fairly small, and in fact a larger cache doesn’t help much until it is made large enough to hold the contexts of most of the active connections (usually too large to be practical). Therefore, we assume only a burst level cache inside the TOE in our modeling.

Any local caching of the information in the TOE immediately introduces the issue of synchronization between the TOE copy and the host copy. Note that the “host copy” here refers to the main memory information that the host maintains in its caches. So, in fact, there are 3 copies of the data to be reconciled. The synchrony between host copy and main memory copy is, of course, automatically maintained via the normal snooping cache mechanisms (e.g., the MESI protocol used in SMP systems). However, the synchrony between TOE and host depends on how and where the TOE is implemented. If the TOE plays the role of yet another processor, then the same snooping mechanism will ensure that all 3 copies remain synchronized. In this case, the TOE is a part of the “coherent domain” and usually must reside inside or close to the memory controller. For example, in a shared-bus multiprocessor architecture, the TOE would be yet another bus master and thus fully capable of participating in the bus coherence protocol. This mode is highly desirable since it not only makes TOE side memory accesses fast but also makes host-TOE interface easy to program and extensible. However, the close coupling between the TOE and the host system limits the solution flexibility.

An alternate approach is to treat TOE as an IO device from host’s perspective. In this case, the TOE may be designed as an extension of the NIC or perhaps as a separate “device” that interacts with both the host and the NIC. The device view implies that the TOE does not belong to the coherent domain of the processor. This means, for example, that any update by TOE to the data in its caches does not become automatically visible to the host. As a result, TOE-host synchronization must be enforced explicitly via IO-register-read type of operation, which can be very slow and cause significant CPU stalls.  Furthermore, the path between the memory controller and the TOE contributes to additional latency and further impacts performance.  Nevertheless the lack of tight coupling between the TOE and host system is an attractive feature of this approach. 

In this paper, we consider modeling of both of these alternatives in order to study the performance delta between them on the front-end server application. In fact, we consider two independent dimensions in our modeling: (1) coherent vs. non-coherent space implementation, and (2) Memory controller or north-bridge (NB) vs. IO bridge or south-bridge (SB) implementation. We assumed a PCI-Express based interface between NB and SB for the purposes of this evaluation. There is actually yet another possibility for the TOE location – close to or inside the processor – however, its performance wouldn’t differ that much from the NB location.

Another issue to consider in TCP/RDMA offload is whether or not the connection setup/teardown portion is done by the OS or offloaded to the hardware. Connection setup and teardown are harder to pull out of the OS and some of the current products   (e.g., Alacritech) and upcoming software architectures (e.g., Microsoft’s Chimney architecture) do not support it. It is interesting to examine the performance impact of data offload only vs. full offload. Our model includes this capability.

Front-end workloads generally do not involve a lot of disk IO, therefore, the quality of RDMA or iSCSI implementation is generally not crucial for them. However, iSCSI is most likely to penetrate the front-end first before being considered as acceptable for the much more storage intensive backend. Therefore, it is important to examine how the substitution of direct attach storage (which we assume to be SCSI based) compares against the iSCSI over RDMA solution. The paper attempts to do this by assuming that in case of iSCSI, both the networking and storage traffic goes over the same Ethernet fabric.

3.1 A Brief overview of SPECweb99

SPECweb99 uses one or more client systems to create the HTTP workload for the server.  Each client process repeats the following cycle: sleeps for some time, issues a HTTP request, waits for response, and then repeats the cycle.  The response is a file in case of the GET request, or a cookie in case of a POST request.  In SPECweb99, POSTs do not depend on a previous GET request and the response simply acknowledges the POST via a cookie.  Each TCP connection in SPECweb99 must carry on the average 10 transactions (uniformly distributed in the range of 5 through 15). The number of simultaneous connections is regulated explicitly by limiting the aggregate transfer rate (from server to client) on each connection between 40,000 and 50,000 bytes/sec.   In SPECweb99, 70% of the workload is static GETs and the other 30% includes the following: standard dynamic GET, dynamic GET with ad rotation, dynamic GET with CGI (common gateway interface), and dynamic POST.  Except for POSTs (4.8% of the requests), all other requests retrieve a web-page (or “file’’) from a predefined file-set.  For dynamic GETs, the file may be modified (e.g., appended, prepended, or updated with dynamically generated information such as advertisements) before being returned.  The average amount of data appended is small, but the dynamic content does impact the CPU usage significantly. ISAPI (Internet Server Application Programming Interface) is normally used for efficient dynamic content handling and is loaded as a DLL. Every POST must log the information sent by the client in a file called POSTlog.  In addition, every client request is logged in the familiar HTTP log. 

SPECweb99 defines the file-set as a collection of  “directories” each containing 36 files.  The 36 files are divided into 4 classes, each with 9 files.  The size of ith file in jth class is given by i*10j+1 bytes.  The total size of a directory works out to be about 4.88 MB.  The access pattern to files is specified at the following 3 levels:

1. Class level: The relative access probabilities for classes 1-4 are 35%, 50%, 14%, and 1% respectively. 

2. File level: The file-index within a class is first converted to file popularity index and then the file popularity is defined  as a Zipf distribution with decay exponent of 1. 

3. Directory level: Access across directories is also Zipf with exponent of 1.0.

The average access size turns out to be 14.73 KB (where K=1000 rather than 1024 for uniformity), but the median access size is only 3 KB.  This points to strong preference for smaller files, which is typical in web applications. In order to make the full memory caching of the entire “file-set” (set of all directories) difficult, the number of required directories grows linearly with the target performance. In particular, if T is the target throughput, the number of directories must be set to 25 + T/5.  One other point to note is that in SPECweb99, the real performance metric is simultaneous connections, which is closely related to the throughput. In particular, we consistently found about 2.8 trans/sec per simultaneous connection. 
3.2 Basic SPECweb99 Performance Model

The basic SPECweb99 model used here is similar to the one in [4], and includes CPUs, processor bus, memory channels, IO busses (chip-to-chip interconnects and PCI), network adapters and disk adapters. The internals of the CPU and CPU caches are not represented explicitly; instead, they are modeled via the concept of “core CPI” (cycles per instruction) and MPIs (misses per instruction) respectively.  (Core CPIs are typically obtained from detailed simulation of CPUs using workload traces). The model is calibrated based on a number of measurements on both Intel Pentium( III and IV systems using Microsoft IIS5 as the web server under Windows 2000 OS. The model includes the impact of disk I/O both in terms of path-length and the IO latency
. In the following we briefly discuss some major points regarding the model. A comprehensive discussion of the model is beyond the scope of the paper. 

Basically, the model is a transaction level queuing model of a typical SPECweb99 setup on a SMP (symmetric multiprocessor) system. Although client side processing and network transfers are represented in the model, the detailed modeling is reserved primarily for the server side activities, which include the following 6 phases:

· Reception of a client request, including PCI bus & chipset transfers and memory to memory (M2M) copies.

· Computation: All processing including host-side memory reads and writes.

· Disk reads and writes (including PCI/chipset transfers and M2M copies).

· Sending of response to the client (including file-cache lookup, PCI/chipset transfers, and M2M copies for dynamic content). Static file sends are assumed to be 0-copy.

Each phase generates 3 auxiliary transactions in the bus-memory subsystem:

· Bus invalidation: Required for claiming exclusive access to a shared cacheline.

· Implicit Writeback: Generated by access to hit-modified (HITM) data by another processor. 

· Explicit Writeback: Generated as a result of cache eviction of modified data. 

The model represents the processor busses as queuing stations and memory as a delay station in series with a queuing station. The dead cycles occurring on memory channels and processor busses are also modeled. Every read/write memory transaction stays in IOQ (in-order queue) until the bus transfer is completed (or until the end of the snoop phase for deferred transactions). The bus coherence transactions are initiated probabilistically where the probabilities are calculated from a Markovian model of the MESI protocol that we have developed. The model includes several other details including automatic scaling of the misses per instruction (MPI) for the L2 cache.

The model also attempts to do a rather detailed accounting of memory requirements and computation of the disk IO rates. Part of this is based on the file caching study of SPECweb99 in [3].  Actually, for computational efficiency, we use a 2-segment spline fit to the results quoted in [3].  A somewhat surprising observation here is that file-caching requirements do not dominate either the overall memory requirements or the disk IO rates; instead, the dominant factor is the DLL buffers used by the ISAPI implementation (and the IO resulting from lack of buffers).  The details of memory requirements, corresponding disk IO rate per transaction and the impact of disk IO on performance (via CPI and path-length effects) is contained in [5] and will not be addressed here. We note here that an accurate and detailed modeling of disk IO is essential to properly address the issue of iSCSI impact on TCP offload performance.

Although the model is built around a simulation package, the efficiency considerations generally demand that it be solved only analytically.  For this, we assume a product form solution along with some familiar QNA-like approximations. The blocking probabilities are estimated using simple Erlang-C type of formulae. The analysis requires iteration since most of the parameters depend on the throughput.  The entire model has been validated using a number of measurements available on both Intel Pentium III and 4 platforms. 
3.3 Modeling of TOE

In the spirit of a system level model, we do not represent TOE internals directly. In fact, the TOE itself is represented via a single-server queue with a latency of 40 ns which represents the minimum hardware latency per transaction for the offload engine. However, the use of TOE has several other indirect impacts which have been accounted for in detail. These include:

(a) Reduction in overall path-length.

(b) Change in caching characteristics (Fetch, read and write MPIs, and HITM probabilities).

(c) Path-length and CPI impact of host-TOE interface.

(d) Impact of host-TOE interactions on processor bus, memory channels and IO busses. 

(e) TOE location related impacts.

In order to estimate path-length and MPI impact of TCP offload, we carried out detailed measurements using the VTune tool that allows us to get a break down of hardware performance counters by the individual modules & functions.  (See http://www.intel.com/software/products/vtune/). We also ran separate experiments to further separate connection setup overheads from data transfer setups.  As an example, Table1 shows a breakdown of path-length for a 900 MHz Intel Pentium III based DP (dual-processor) server running SPECweb99 under IIS5 web server and Windows 2000 OS.


Table 1: SPECweb99 path length components

	Component
	Total PL
	TCP part

	Conn setup/teardown PL
	210512
	206131

	Dynamic workload PL
	23000
	0

	Adjusted send PL
	42474
	36595

	Adjusted receive PL
	4829
	4653

	Total PL estimate
	91354.0
	61860.6


Based on such measurements, we determined the percentage of path-lengths that are removed as a result of connection and/or data transfer offloads. Similar estimates were obtained for MPI and coherence traffic as well. Table2 shows estimates of factors by which MPIs and HITM probabilities change as a result of full and data-transfer only offload.


It is clear from this example that TCP/IP processing accounts for roughly 68% of the overall path-length.   TCP/IP offload via hard-ware removes about 93% of this path-length. The host-TOE interface adds some more path-length, but it is clear that TCP offload would result in a substantial performance improvement of the benchmark (unless annulled by other bottlenecks in the system).

Table 2: MPI and HITM impact of TOE

	Parameter
	Data+conn. 
	Data only

	IFetch_MPI_factor
	1.040
	1.027

	Read_MPI_factor
	0.694
	0.796

	Write_MPI_factor
	1.350
	1.233

	HITM_prob_factor
	0.973
	0.982


Let us now turn to the impact of TOE-host interface. For simplicity, it was assumed that this impact is primarily in terms of increased path-length and memory access related traffic (i.e., additional cache impact of the interface is assumed to be negligible). For the first part, user-space and Kernel space interface path-lengths were estimated for connection setup/teardown and sends/receives. Additional estimates were also made for the RDMA setup (registration, pinning, virtual to physical table setup, etc.) and iSCSI transfers over RDMA. Currently, these path-length estimates are rather crude and will be refined as better data becomes available from the TOE emulations currently underway.

The host-TOE interface traffic was estimated by a detailed consideration of the number of cachelines that need to be read/written by the TOE to handle a single operation (connection setup/teardown, send and receive). As stated before, we assumed that the TOE has only a burst level cache and thus needs to grab the necessary data for each burst. For example, each new send/receive operation needs to obtain the hash table entry, context entry, virtual to physical address translation table, and the routing table entry. In addition, the TOE-host interface assumes the usual VI-like queue-pair scheme (send, receive & completion queues per connection and a few interrupt queues). It is assumed that these queues are kept in memory and all host and TOE accesses are accounted for in the traffic. This accounting shows that each SPECweb99 connection setup requires about 13 reads and 11 writes whereas a request/response sequence requires about 22 reads and 23 writes.

In addition to the above, additional interactions are required for explicit synchronization between the TOE and the host in case of a non-coherent TOE implementation.  These operations have 3 main impacts: additional latency (since IO register reads are slow operations), CPU stalls during the synchronization attempt, and path-length associated with the synchronization. These impacts are very much platform and OS dependent and estimates were obtained for them for existing Intel Pentium IV based servers. 

The precise traffic impact of host-TOE interface depends on the TOE location. For example, if the TOE is located in the memory controller (MC), the only impact is on the processor bus and memory channel traffic. However, if the TOE is located in the “south-bridge” (SB), the south-bridge to north-bridge (NB) interface (assumed to be PCI-Express) also needs to carry this traffic. On the other hand, with a SB TOE implementation, messages such as explicit TCP acks or syn-acks do not need to go over the SB-NB interface. These impacts have been accounted for in the model. 

4. Modeling Results

The main purpose of the model developed here is two-fold: (a) to evaluate the impact of various TOE configurations on SPECweb99 performance, and (b) to study how the relative performance changes for future platforms that can sustain much higher network traffic rates than the current platforms. The figure below shows relative performance for 4 hypothetical systems (S1-S4) with the maximum used NIC bandwidths ranging from 5.8 Gb/s to 42 Gb/s. In each case, various CPU, cache, bus, chipset and IO parameters were chosen so that the platforms will be well balanced and will not be limited in performance due to non-CPU bottlenecks. For system S4, we considered the following two scenarios: 

1. S4-LM (large memory) which (like the systems S1-S3) has been configured with adequate memory so that the disk IO per transaction is rather small (<1.5 KB/trans).

2. S4-SM (small memory) is S4 with only 1/6th the memory used in S4-LM. This results in a much higher disk IO activity (<6.8 KB/trans).
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For each of the 5 systems, Figure 1 shows SPECweb99 throughput for eight configurations. In the legend, “DO” means data-transfer offload only and “FO” means full offload. The notation “Coh” and “NC” refer, respectively, to coherent and non-coherent domain TOE implementations. “NB” and “SB” refer to north-bridge and south-bridge TOE devices. Finally dSCSI refers to direct attached SCSI disks vs. iSCSI which refers to iSCSI disks operating over the same fabric as the network. The main conclusions from these results are as follows: 

1. At low network bandwidths, the gap between NB and SB implementations is small (<10%) but it grows with used BW. At 40 Gb/s, the gap can be as high as 25%.

2. Full offload can yield 40-50% better performance than the data transfer offload only.

3. With adequate memory, use of iSCSI still results in a performance loss over dSCSI, but the loss is small (5-10%). 

4. With highly constrained memory, the performance loss due to iSCSI is significant. Also, full offload offers much less  advantage over data offload only.

5. Without other system bottlenecks, a well-designed TOE can increase SPECweb99 performance by more than 2X (up to 2.6X in this data set).

The model was used for several further studies, but the space does not permit discussion of the results. As one interesting example, we studied how a reduction in the IO device register read latencies and reduction in the frequency of explicit synchronizations via batching can close the gap between NB and SB implementations. Figure 2 shows these results where the number 500/300 gives the device register read latency (in nanoseconds) and “opt” refers to batched synchronization. For the parameters considered here, optimizations can indeed cut-down the NB-SB gap by 50%; however, the corresponding implementation becomes more complex and may require chipset changes.
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In conclusion, the paper shows how one could estimate the impact of TCP/RDMA offload performance for realistic benchmarks w/o having to deal with the limitations and quirks of actual implementations. The results indicate that front-end servers can gain substantially from TCP offload. Further refinement of the model and performance modeling of other workloads is currently underway.
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� Actually, a zero-copy socket based receive also requires such an address translation.


� Path-length is defined as the average number of instructions executed (retired) per transaction.


� Actually, competitive benchmarking tries to drive down disk IO much lower, but we maintained some level of IO to have some semblance of reality in the results.
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