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SUMMARY
Lmpwr_sim is a discrete event simulation program written in C++ that simulates traffic handling and idle power control for link and memory subsystems in a platform. In particular, it simulates a 2-socket system with the sockets connected via a link.  The model does not explicitly represent CPU cores or caches. Transactions in the model start at a cache controller (presumably following a cache miss) and terminate at the cache controller with the response. The CPU behavior is model in a very rudimentary & indirect manner as discussed later. Lmpwr_sim was created from the perspective of active power control of links and memory, and is not intended to faithfully represent low level details of the link protocol; However, it does represent major queuing, blocking and delays in these resources and thus is useful in assessing the performance impact of various power control policies and link/memory parameters. By design, the model is not intended to be cycle accurate. Consequently, it runs very fast, but cannot model fine-grain effects.
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To build the program in Visual Studio, everything should be set up properly via the project file. The only thing to ensure is that the ranlib directory (random number library) and the simulation source directory are children of the same parent node. The executable will be produced in the Debug subdirectory. In case of Linux, there is a Makefile and it can be employed by saying “make all”. Detailed run methods are given in section 3; for a quick test run, you can use (with Visual Studio created executable)
    ./Debug/lmpwr_sim -rn 100000 -t -dS -dh dist_test

Here "dist_test.inp" is the input file which currently is set up for exactly one simulation run. It includes some additional command line options so that you don’t have to give them in the command line. You may wish to change #iter in input file to something more than 1 to see how the simulator automatically runs the model for multiple utilization levels. The shell wrapper method in section 3.3 is a preferred method for most production runs.
1. Traffic Generation 

The simulator explicitly represents all HW threads in both sockets of the system, however, the simulation of thread behavior starts at the cache controller (i.e., following a miss from the local cache, which is not modeled explicitly). Like nearly all settable parameters, the number of threads (n_threads) is defined in the header file rsrc_parms.h and can be changed freely. The n_thread value corresponds to total number of threads considering both sockets (currently set to 24). The maximum number of threads is currently limited to 32. Each thread has a unique id, which is carried in the transaction. The successive memory accesses for each HW thread can generated either analytically by the simulator to taken from a trace. The trace driven simulations are assumed to be based on bus traces. (When link traces become available, they could also be supported directly). The details of traffic generation are discussed in the following.
1.1 Analytic Traffic Generation
For analytic traffic generation, each HW thread is assigned a separate random number stream so that each of them can generate a statistically identical, but independent, request (or transaction) arrival process. The generation requires specifying the following 3 aspects of the traffic:

(a) Inter-arrival time distribution between successive transactions
(b) Transaction type distribution

(c) Traffic burstiness control parameters
The simulator supports a variety of analytic distributions as discussed in section 4.5. Depending on the distribution selected, the required parameters include minimum value, maximum value, mean and standard deviation of the distribution. 
The simulator recognizes the following 4 types of transactions and thus requires the corresponding fractions as input.
1. Memory reads (mem_read) – to local or remote socket.

2. Memory writes (mem_write) – to local or remote socket.

3. Remote socket snoop with HITM (and corresponding data return).

4. Remote socket snoop w/o HITM or remote invalidation (r_snoop). 

The simulator lumps together remote cache snoops w/o HITM and remote invalidations since their handling is identical as far as the simulator is concerned. In fact, explicit inter-socket snoops occur only in link based systems. (Basically, w/o a snoop filter, every local socket memory read would require snooping the other socket to find out if it has the data in modified form.) The bus trace used as input will not have any such transactions, and to properly use bus trace for a link-based system, we must modify the trace to include the remote snoops. For uniformity, even in case of analytic traffic generation, the given transaction fractions are assumed to NOT include remote snoops. Instead, remote snoops are added automatically both for initial statistics calculation and for actual simulation irrespective of whether we are using analytic traffic generation or a trace. A compile time switch “snoop_modeling” (set to 1 by default) can be used to turn off snoop addition, if desired.
Inter-arrival time distribution alone often does not adequately represent real traffic. The other important aspect of any traffic is the correlational behavior, i.e., the degree of dependence between successive inter-arrival times. For example, if the traffic shows a strong positive correlation, one would find that a small gap between successive arrivals will be followed by a similar small gap with a high probability, and a large gap will be very likely followed by another large gap. In other words, such a traffic will show high degree of burstiness – random mixtures of periods where the gaps stay small (i.e., traffic intensity stays high) and those where the gaps stay large (traffic intensity stays high). Generally, such burstiness will be observed at time scales significantly larger than the average inter-arrival time, and hence requires separate modeling.

The simulator uses a very simple mechanism to induce such bursty behavior: modulation by a semi-Markov chain. In other words, at a larger time granularity, the arrival process resides in one of a few macro-states. Each macro-state is defined by a traffic-intensity modifier and a residence time. When the arrival process enters a macro-state, its arrival intensity is modulated by the traffic intensity parameter for duration of the residence time. The transition between macro-states is governed by a Markovian process. The rather simple form of this mechanism implemented in the simulator has the following parameters:

n_macro_states: Number of macro states (default value = 4). 

Min and max number of arrivals counts in a macro-state. The number of arrivals used is then a random variable with uniform distribution between these limits (default values 10 and 490).
Variability: This is a single parameter and defines by how much the inter-arrival time goes down in successive macro-states. The simulator uses this to set the traffic intensity modulator for each macro state. By default, variability is set at 1.0 (i.e., there is really no variability by default, and the min and max values above and number of macro states all become irrelevant).
The scheme works as follows. A new value of macro-state arrival count is generated (uniform between the given limits).  The arrival process stays in that macro state for the given number of arrivals. It then randomly generates another macro state to transition to (uniformly distributed over 1..n_macro_states).  However, if the next state is NOT allowed to be the same as previous one -- the state generation continues until a different state is generated. So, with only 2 macro-states, you always hop between the two states. If variability is set to be very small (it cannot be 0), the arrival process effectively becomes an on-off process. 

As stated above, such a modulation will induce correlations in the arrival process, although the correlation coefficient is not being controlled directly here. The output does show the resulting auto-correlation function, which can be tuned if necessary. (Direct methods for generating correlated traffic were not used in the simulator due to their very high computational complexity.)

1.2 Trace Driven Simulations
Ideally, traces need to be generated from a system with exactly as many HW threads as the simulated system, so that each HW thread can use the correct set of accesses. Unfortunately, such a situation can never be realized since available traces are from existing platforms. Consequently, the simulator automatically splits the given input trace into as many sub-traces as necessary. It is very difficult to do such a splitting intelligently, and we don’t even try. Instead, we read the trace file sequentially so that whichever thread happens to process to the next transaction will be the one to read and use the next line from the trace file. This is perhaps ok since all threads are supposed to be statistically identical. An alternate method is to do a round-robin pre-spit of the trace file into one trace per HW thread before starting the simulation. This is much slower, could waste part of the trace and it is not clear if it is any better. 
As stated earlier, the simulator assumes that the traces are bus traces. I have created a separate PERL script (called trace_ana64.perl) that can convert a bus trace from the standard FMT format into a format that is accepted by the simulator. The trace format accepted by the simulator consists of an arbitrary number of lines, each of which has the following format:
Time_stamp latency agent addr1 addr2 flags

Where time_stamp is the time (in ns) starting at zero, latency is the reported latency of the transaction (not used), agent is the issuing agent (a CPU thread or chipset), addr1&2 give the system address and “flags” indicate the type of the transaction. The address is split into two parts for convenience: addr2 is the least significant 32 bits of address converted to cacheline address (e.g., by dividing the address by 64) and addr1 gives the higher order bits. The flag field is six characters long, each char being either a 0 or a 1.  The first 4 characters represent a binary code for various transactions types, as given in the following table:

	code
	Transaction
	Explanation

	0000
	IORDPRT
	Partial IO reads   (IO register read)

	0001
	CDRD64B
	Code read of a cacheline

	0011
	RDINV
	Read invalidation of existing data

	0100
	IOWRPRT
	Partial IO writes (IO register write)

	0111
	WRINV
	Write invalidation of existing data

	1000
	MEMRDPRT
	Memory read partial (IO read)

	1001
	MEMRD64B
	Memory read of a cacheline

	1011
	RDINV64B
	Read a cacheline & invalidate other copies

	1100
	MEMWRPRT
	Memory write partial (IO write)

	1101
	MEMWR64B
	Memory writes of a cacheline

	1111
	WRINV64
	Allocate & write a cacheline, invalidate others


 The last two bits of “flags” represent cache hit status (00: no-hit, 10: hit-shared and 11: hit modified). Transactions representing programmed IO are eliminated by the perl script itself since they represent operations on the device registers. The interpretation of IO generated snoops into corresponding memory read/write operations is not done in the perl script, but instead by the simulator itself. For this, the simulator examines the chipset issued invalidations and converts them to memory reads and writes as appropriate. The end result is the designation of each line in the trace as one of the 4 transaction types that the simulator understands. As stated earlier, the snoop addition is done for traces exactly as for analytic distributions. 
Given that the traces are often obtained from a very different system than one being modeled, it becomes necessary to scale the inter-arrival times in the trace file by some desired amount before using them in the simulation. The simulator actually allows a bit more general perturbation to the input trace. Basically, trace is specified in the same format as an analytic distribution which allows the given min and max values to be used generate a uniformly distributed perturbation to the trace. (If min and max values are specified as identical – a normal usage mode – the perturbation to the trace becomes a simple scale factor.)  For this reason, the set of parameters required for distributions and traces look very similar. 

Notice that the traffic modulation scheme discussed above for analytic traffic can be applied unperturbed to traces as well. This is done by keeping track of the macro-state and adjusting the traffic intensity according to the macro state. However, since the traces themselves have their own correlation properties, further modulation may not be very meaningful.

1.3 Transaction Buffer and Latency Control
Every transaction involves a response back to the originating cache controller and is considered “pending” until the response returns. (In case of memory writes, the response is returned as soon as the data is posted in the memory write buffer). All pending transactions are held in a per-thread transaction buffer, which is of limited size. If the transaction buffer is full, no new transactions can be generated until a slot becomes available in the buffer. Note that the transaction buffer is introduced exclusively for the latency control and not intended to represent an actual CPU buffer that architecturally limits the maximum number of outstanding transactions per thread. Generally an architectural buffer limitation applies to total number of pending memory transactions. This is not implemented currently.
The limited transaction buffer size is used to model limits on instruction level parallelism of the workload. In particular, if the transaction buffer is set to a very large value, it models the situation where the thread can continue to execute unhindered and issue further requests as needed – without any regard for whether its pending requests have been fulfilled. With a small transaction buffer, however, the thread will stall quickly. Consequently, the sensitivity to memory access latency observed by a thread is directly governed by the transaction buffer size – smaller the buffer, more latency sensitivity the threads will observe.
In order to allow for “dialing in” a desired latency sensitivity, the transaction buffer size is allowed to vary randomly in size. There are 4 sets of parameters to control this:
1. Min and max transaction buffer size.

2. Distribution of size (over min..max range). For complete flexibility, this can be given as any arbitrary empirical distribution.

3. Min and max “phase” duration. A phase corresponds to an execution phase of the workload and determines the duration for which transaction buffer is held constant. For convenience, this is specified in terms of number of memory accesses, rather than the absolute time.
4. Distribution of phase duration. For now, this is fixed at uniform distribution

The request generation for each thread can be controlled either analytically or via an input trace. In the first case, a variety of analytic inter-arrival time distributions are supported, In addition, correlated and time varying inter-arrival times can be generated. 

2. Station and Resource Modeling

The model consists of a number of “stations” through which the transactions flow. A station refers to an entity where queuing can occur. (In section 6, we introduce special stations as well which are intended for timer activities and are not really stations in the usual queuing sense).  Regular stations in the model include: 

· Cache controller (in each socket), called cc_skt0/CC_skt0 & cc_skt1/CC_skt1.  The request (cc_skt) and response (CC_skt) handling parts are assumed to operate in parallel and are thus separate stations.
· Inter-socket link (forward & backward directions), called qlink_f and qlink_b respectively.

· Data source (in each skt) to supply data in case of HITM, called ds_skt0 and ds_skt1. That is, in case of remote HITM for memory access from socket 0(1), the HITM data will be generated by ds_skt1(0) on the other side and placed on the link. Again, it is assumed that this functionality works in parallel with request generation or response absorption by the cache controller and hence modeled as a separate station.
· Memory channel (in each socket), called mem_ch0 and mem_ch1 
· DRAMs (in each socket), called mem_pd0 and mem_pd1. (“pd” refers to pure delay for historical reasons, even though there is queuing for each bank).

Each transaction starts at its “home” cc_skt station and goes through other stations as needed. For example, the r_snoop originating at cc_skt0 goes though qlink_f, qlink_b and CC_skt0 in that order. Similarly, a local memory write originating at cc_skt1 goes through mem_ch1, mem_pd1 and CC_skt1 in that order. 
Most stations internally have sub-stations or “sub-q” in order to model next level of detail in terms of queuing and servicing. The cc_skt, CC_skt, and ds_skt stations have one sub-q per thread and thus the threads really don’t experience any queuing delays. However, a thread may get blocked for some time at cc-skt0/1 sub-q’s.


Every power controlled resource (forward and backward links, and ranks for each DIMM) has a unique id. The id assignment is 0 for forward link, 1 for backward link and then goes to each rank of each DIMM on each channel and each socket in the increasing number order. For example, with 2 channels per socket and one 2-rank DIMM per channel, we have a total of 10 resources in the model, where resources 2 thru 9 correspond to the memory ranks. The resource number for a rank is computed from socket_no, channel_no, dimm_no, and rank_no, with socket number varying the slowest and rank_no the fastest.  


The simulation creates packets for every activity that takes non-zero time (and hence must be scheduled).  There are two basic packet types: (a) “Regular’ packets which represent link and memory transactions, and (b) “Special” packets for simulating various timed activities such as runway control, link width change, etc.  Only regular packets go through various queues; special packets are scheduled as needed to represent the corresponding timer events. Regular packets are given a unique id that counts up from 1, whereas special packets are given id’s that count down from -1. Special packets generated to represent runway and low-power duration have a unique id for each gap, but many others don’t. For example, the memory throttling timer will go off for every throttling window but retains the same id throughout. 

2.1 Link Modeling

The link is modeled very simply via a pair of queues, representing, respectively, the forward (skt 0 to 1) and backward (skt 1 to 0) link directions. A link can support only a limited number of outstanding transactions – this corresponds to limited “trackers” on QPI links. If the “link buffer” modeling this behavior fills up, a remote transaction cannot proceed until a slot becomes available. Since the transaction buffer will also be held in this case, the net effect of blocking due to link buffer unavailability is the increased stalls in the threads. 

The sizes of link requests and responses are modeled correctly for memory reads, memory writes, HITMs and snoops.  Both busy (on) periods and gaps (off period) are tracked for the link and used in the power control algorithms. 

Although the simulator is specifically intended to model inter-socket link such as QPI, other link types such as FBD, DMI or PCIE can also be modeled. This is done simply by modifying the relevant link parameters & traffic parameters. The compile time parameters appropriate for PCIE/DMI and FBD are already in the program and can be selected by a simple compile time switch in the file "rsrc_parms.h". The selection also adjusts some of the run time parameters (e.g. fraction of various transaction types, remote transaction fraction, etc.) However, the program was not specifically designed to handle PCIE/DMI and FBD and is simply being coerced to do that emulation. This should be adequate for power control studies. 

2.2 Memory Modeling

Memory is represented by two “stations” – one called “mem_pd” to represent RAS, CAS & data handling, and the other (called mem_ch) to represent channels. The mem_pd station is divided up into “sub-queues”, one sub-queue per rank. Each “subq” implements its own independent queuing. Each rank is further divided up into 8 banks and all banks can service a request in parallel. Logically, one could think of every bank having an independent queue. The mem_ch station has as many sub-queues as the number of channels which allows each channel to do its own request queuing and servicing.

Usual memory features such as bank conflicts, RW switching overhead, rank switching overhead, impact of synchronous and asynchronous ODT, interleaving, ordering, etc. are implemented (or being implemented). Power control is implemented in detail too including fast CKE, slow CKE, Intel register mode and AMD register mode. Memory throttling (e.g., the normal limit of generating 4 transactions in 24 dclks) is also implemented explicitly. If throttling takes place, it results in transactions being blocked and will ultimately manifest as the thread being unable to generate new requests because of full transaction buffer. For efficiency, the throttling window is relaxed gradually with the memory utilization. Relaxation means, for example, that instead of enforcing a limit of 4 transactions per 24 dclks, the simulation may enforce the limit of 40 transactions per 240 dclks at low utilizations. (No relaxation takes place above above 25% memory utilization, so this feature should not affect situations where throttling really does something). 


Memory refresh is also implemented. Memory refresh is sloppy in that it is not controlled by a hard timer. Instead, every time a rank becomes completely idle, a check a made to see whether a refresh is due. If so, the refresh is started immediately. During refresh, the rank stays at full idle power and all its banks are blocked so that no arriving transaction can be scheduled. The net result of this type of blocking is once again an eventual backpressure on the transaction buffer. Notice that this scheme is a bit faulty since a very busy rank may not become idle for a long time. Since refreshes can generally be deferred for rather long periods, this modeling limitation usually shouldn’t be important. Nevertheless, the results do indicate the number of non-compliant refreshes, meaning the refreshes that could not be performed quickly enough. Refreshes of various ranks are started out staggered, but no effort is made to check or ensure that they stay staggered throughout the simulation. If the rank does not receive any traffic for a long time, it will normally go into low power mode and stay there. In order to make sure that refreshes are done properly in this situation, the low power duration is shortened so that the rank will come back up to do the refresh. If, after the refresh, there is still no traffic, the rank will go into the low power mode according to power control algorithm in effect.
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2.3 Power Control Modeling


The power control implemented in the package deals exclusively with placing the “resources” (link and memory ranks) into a non-operational, low-power state when they are not being used. The simulator supports a number of algorithms and mechanisms for this purpose. The basic power control is common to both links and memory ranks; however, there are some mechanisms specific to each. The simulator defines the following 4 power states:
· Active_L0: The resource is actively serving requests.

· Idle_L0: The resource is in operational power mode but not serving any requests.

· Idle_L0s: The resource is in the first (higher power) non-operational state.

· Idle_L1: The resource is in the second (lower power) non-operational state.

Although the Lx terminology is taken from the link context, these states are used consistently irrespective of the resource type. In particular, for memory ranks, idle_L0s corresponds to fast-CKE and idle_L1 corresponds to slow-CKE states. Notice that so long as the actual power states behave similarly in function, the idle_L0s & idle_L1 states could represent almost anything, e.g., slow-CKE and self-refresh, respectively, for memory ranks. Each power state has some entry time and exit time and these overheads are generally higher for lower-power states. In particular, L1 entry/exit times for links are generally so large that the L1 state is not useful in C0 operating state of the CPU that the simulator models. Notice in this regard that at very low traffic levels, the CPU may go into package C3 or C6 states along with link entering L1 and memory entering self-refresh. However, none of this is comprehended by the current model.
The figure below shows a possible sequence of power state transitions. The “runway” is one important aspect of power control algorithm – it is the amount of time the algorithm will watch for any further request arrivals after the resource becomes idle before triggering transition into low power state. An algorithm may use fixed runway duration, or may vary it based on behavior in recent past. The figure shows that we go into idle_L0s at first, and later promote to idle_L1 since the traffic does not show up for a long time. While this is a popular mechanism, it is also possible to decide up front whether we will go into idle_L0s or idle_L1, perhaps based on the idle period sizes in the recent past. The simulator implements an algorithm called PCSA that does exactly this. PCSA was designed primarily for deciding between slow and fast-CKE and hence the name proactive CKE selection algorithm since link L1 state is rarely useful in CPU C0 state.   However, the algorithm is completely general and is applied to both links and memory ranks. Other details of PCSA are discussed later.
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The third relevant aspect of a power control is the control over exit from the low power state. The figure above shows exit triggered by the traffic, or a reactive exit. A reactive exit is simple and allows the resource to stay in low power mode until it can’t, however, it results in full exit latency hit every time for the first arriving packet in a gap. An alternative is proactive exit, where the algorithm predicts the expected low-power duration and exits the low power mode even if there is no traffic to serve. Proactive exit can lessen the latency hit at the cost of shorter low-power period; however, the prediction mechanism may not always work well. Predictions of low-power periods that are too long are automatically handled due to arrival triggered exits, but an explicit mechanism is need for predictions that are too short. This is handled as follows: after proactive exit, the resource stays in idle_L0 state for a duration called “runway2” (and hence the first runway becomes “runway1”). If no traffic arrives at the end of runway2, the resource enters the low-power mode for a reactive exit (i.e., for an infinite amount of time which is interrupted by an arriving packet). Thus we have two low-power modes as well, named respectively as lowpwr1 and lowpwr2. There is even a lowpwr3 period, which happens if the power state during lowpwr2 is idle_L0s and the promotion eventually kicks it in idle_L1. 


Only certain proactive algorithms (i.e., variants of the ESA algorithm discussed later) have the 2-phase operation. For other proactive algorithms and all reactive algorithms, we only have “runway1”, “lowpwr1” and “lowpwr3” periods. Notice that for uniformity, the low power phase resulting from promotion is always called “lowpwr3”.


[image: image4]
2.4 Coordinated Power Control and SRDC

The default power control mechanism is an independent control of each resource based on its idle periods. However, coordinated control of multiple resources can achieve significant additional savings at higher utilization levels where independent control is not very effective. The simulator implements an algorithm for coordinated control of memory ranks on each socket, called simple rank dwell control (SRDC). Normally, the memory controller schedules next waiting request to a given bank or a rank (if any), as soon as the bank is freed up. In the dwell control, however, the memory controller “dwells” on only certain number of rank in that it does not schedule requests for other ranks during this time. The figure below shows six ranks, each with 4 banks. It also shows how SRDC differs from normal processing. 
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SRDC works with a constant fraction of ranks on a socket enabled for scheduling at any given point in time. Other ranks may have ongoing accesses, but when they finish, no new requests are scheduled. Instead, when these ranks run out of all ongoing requests, they are put in low power state and will stay in that state until that rank receives the scheduling token. The scheduling ranks stay enabled for some “dwell period” D, after which another set of ranks are enabled for scheduling. The next set of ranks can be chosen based on a number of criteria such as those with the highest number of accumulated requests, highest number of accumulated and simultaneously schedulable requests, etc. With most such policies, it is necessary to avoid starvation of any given rank. This is usually done based on a starvation timer that starts whenever the first request arrives to a disabled rank.  It is clear that as the dwell period increases, the non-scheduling ranks can spend more and more time in low power state. Such a scheme has three impacts on the memory system – three positive and one negative:

1. Reduction in overall rank switching overhead since we switch less frequently.

2. Accumulation of new requests at non-scheduling ranks, which amounts to a batched service scheme. This not only elongates low power periods but also helps to push up the concurrency at the scheduling rank at lower utilizations. 

3. The next rank to receive the scheduling token can be activated in advance (e.g., 4 cycles in advance in case it is in fast CKE), so that the latency penalty of CKE exit effectively disappears. 

4. Reduction in overall concurrency of the memory system and idling of banks that could be processing a request. This increases the memory access time and could hurt the throughput. 

The extent to which increased access latency degrades the throughput depends on the latency sensitivity of the applications currently running on the system. The proposed scheme handles this by explicitly determining the impact of dwell time on throughput and adjusting the dwell period D accordingly.

In order to control throughput degradation, SRDC probes the throughput by periodically reverting to zero dwell, i.e., immediate hopping to the rank that completes a request. This is done by dividing time into successive usage windows of size W0 (a few ms long) which also includes a small pilot windows Wp during which the dwell is dropped to zero. The location of the pilot window varied randomly within the window to avoid any synchronization related issues.  It is assumed that the memory throughput is closely correlated with the overall system throughput. In other words, it is assumed that by maintaining the memory throughput close to unperturbed memory throughput, we can maintain system throughput also close to the unperturbed system throughput. This allows throughput measurement directly in the memory controller (MC) w/o any need to access CPU performance counters.

Let N0 denote the number of memory transactions completed during the usage window W0, and Np those during the pilot window Wp. Then the overall throughput is =N0/W0, and the unperturbed throughput is p=Np/Wp. Given maximum tolerable throughput degradation of n, the remaining problem is then to adjust the dwell period D such that the actual degradation  = (1– 0/p) < n. (The subscript “n” means “normal” and is used to distinguish this value from others to be discussed shortly).

The dwell period can be adjusted in a variety of ways. The proposed scheme is motivated by 3 requirements: (a) simplicity, (b) oscillation avoidance, and (c) need for quick adjustments when the workload characteristics change substantially in a short period of time. The adjustment algorithm recognizes the following three cases:

1. Throughput degradation significantly below the tolerable level n, denoted as l. A sample choice for l is 0.8n. In this case, the dwell time is increased by a “normal” amount dN. 

2. Throughput degradation above the tolerable level n, but less than the “high water mark” denoted as h, chosen as 2.0n by default. In this case, the dwell time is decreased by the “normal” amount dN. 

3. Throughput degradation above the high water mark h. In this case, the dwell time is decreased by the “high” amount dh (chosen as 4 times the normal amount by default).

The main idea behind the above adjustments is to maximize power savings by keeping throughput degradation close to the acceptable level and at the same time reduce the dwell aggressively if the throughput degradation goes much beyond the acceptable level. Note that if the workload is so latency sensitive that the algorithm effectively needs to switch ranks immediately after scheduling the incoming requests, the scheme automatically reduces to the case of no dwell control. 

     Both W0 and Wp are also chosen as powers of 2 so that  and p can be computed without any integer division. Also, n and h are chosen as k.2-n for a small integer k so that the condition such as  > h can be efficiently evaluated as p – 0 > h p (k=1 is ideal, but k=3, 5, 7 can also be handled easily in hardware).

Finally, in order to remove jitter in measured throughput, both N0 and Np values are smoothed exponentially over successive usage windows. That is, if n0 and np are the number of completed transactions during the previous usage and pilot window, the running estimates N0 and Np values are updated as follows:

N0 = (1 – ) N0 +  n0 

Np = (1 – ) Np +  np 

Where  is the exponential smoothing constant, chosen by default as 0.125.

3. Compiling and Running Simulations 

The basic syntax for running lmpwr_sim is as follows:

      ./lmpwr_sim [options] <input_file> 
where the command line options are given in the usual Unix style (a minus sign followed by an indicator and then values, if any) and the input file contains some basic configuration information about the simulation runs desired. The input file has an extension “.inp” but this extension is NOT given in the command above. Command line options are discussed in section 3.4. The input file syntax and the associated segment concept are discussed in sections 3.1 & 3.2. The simulator can be compiled using either Microsoft visual studio or gcc, although much of the discussion in this manual assumes gcc. 
A large number of simulation parameters are not changeable at run time since they are introduced via #defines in the code. All parameters that a user may reasonably wish to change are collected in a single header file called rsrc_parms.h. A Makefile has been provided to quickly recompile the simulation following change to any of these compile time parameters. (For visual studio, there is also a project file to build the executable.) To recompile, simply use “make all”. Arbitrary changes to rsrc_parms.h could be dangerous in that the user may forget to compile or forget to change a parameter back to its default value. LMPOWER provides a somewhat safer method via a shell wrapper that is discussed in section 3.3.

3.1 Input File Syntax and Processing 


The most important part of an input file is a set of lines specifying the simulations to be run. The specification of these is covered in section 4. Each simulation line could also request multiple iterations, each with successively decreasing utilization levels. This feature is handy for creating an entire load line via a single specification. In addition to the simulation lines, the input file can also contain other types of lines. These special lines are marked via special characters in the first few positions of the line. These chars will NOT have their special meaning if they don't start in column 1. Here are the special chars and their interpretation

· #!  Rest of the line is a comment but will be copied to the output file. The line is copied with the prefix “IMPORT_ALL” so that it will appear in the imported file as well. This provides a convenient way to annotate the imported output

· #   Rest of the line is a comment and will be ignored (i.e., “#” not followed by “!”)
· $(  Start ignoring everything until you see a $)

· $)  Stop ignoring things. The $( & $) provide a convenient way to prevent the program from processing a whole block of lines in the input file w/o having to comment them out individually.
· $$ Stop processing input and exit immediately. This, coupled with $( & $) is often very handy  to execute precisely the line (or lines) you want to execute. Note that a $$ contained within $( & $) will be ignored and thus will not terminate the execution. 
· @n Define nth segment of the input (see section 3.2 for more details on segment concept). All input lines until the next @ statement belong to nth segment. It is legal to have more than one occurrence of @n with the same n value. In this case, all such lines will be considered to belong to the same segment. 

The use of “input file” basically splits the input parameters into two types:

· Global: These are the options given in a command line and they apply to ALL lines in the input file. 

· Per line: These are the parameters given in each simulation line of the input file as specified in section 4. 
However, LMPOWER does provide a way of specifying even the global parameters through the input file. This is done by allowing the specification of any command line options following the @n specification. The syntax for this is exactly as for the command line. Thus, in effect, the input file can change any parameter for the run specifications contained in there. In fact, there is no need to specify any options in the command line; they can all be given through the input file.  

3.2 Segment Concept & Processing 


The segment feature allows one to collect all input lines in a single file even if the corresponding output is supposed to go to different output files. A command script could then specify which segments are processed in each pass through the input file. A simple special case is where all segments have the same segment number (eg., 1). In this case all segments will be processed via a single command line and there is perhaps no need to prepare any command file. If any given run is aborted due to some problem that is not an outright program bug (and thus should not happen in the first place), the processing will continue with the next line in the input file. This feature is supported by the program returning all the way up to the main program, instead of simply exiting. 

The segment to be processed must be specified by the -s option in the command line. If no -s option is specified in the command line, only segment no 1 will be processed, if any.  Note that exactly one segment is processed by a command line. 


The example below shows a simple input file to run SRDC. It includes two very different cases: first 4 sets, which are specified as segment #1 are to be run with analytically generated traffic, and the next 3 sets (given as segment #2) are to be run using a trace file.  Note that the line starting with “#!” will be directly copied to the output file and indicate the run parameters. Such lines are considered as comments and so can have any arbitrary text in them. Each line in segment #1 uses a Zipf distribution for inter-arrival times and a transaction buffer size of 10.  As indicated by the option –Tp 0.5 0.25, one-half of the traffic is generated at each socket and only 25% of the traffic goes to the remote socket. The four lines only differ in fraction of ranks kept active by SRDC (given by –Rf option).  Note that an option once given will stay the same until changed explicitly. This is convenient in that we only need to specify fixed options once. However, it can also be dangerous in that the user may fail to reset the changed options correctly for later runs in the file.

 For each run, the power control algorithm is basic_trivial for both the link and the memory. Link width control is not used, and multi-state control is allowed. Directional coupling on the links is also not used. Each input line asks for 11 iterations starting with successive iterations increasing the inter-arrival time by √2 (and hence reducing the link/memory utilization by the same factor). For the first iteration, the Zipf distribution will generate inter-arrival times in the range (2.0, 200.0) and a decay rate of 2.25. Because of the minus sign in front of 2.0 and 200.0, the minimum and maximum values will be scaled for successive iterations. For example, in iteration #3, the range will be (4.0, 400.0) but the decay factor will not change. This will ensure that the utilization in iteration #3 will indeed be ½ of the utilization in iteration #1. 

The second segment specifies runs using a trace file named “tpcc”. Note that the trace file specification is syntactically very similar to an analytic distribution specification. The distributional parameters have similar interpretation. The specification says that for the first iteration, we are supposed to generate a uniformly distributed random number in the range (5.3, 10.6) and multiply the  inter-arrival time in the trace file by this random number. This provides a way of perturbing the trace (making it more or less bursty or simply scaling the inter-arrival times). In particular, if the given min/max parameters were both -5.3, the inter-arrivals times will be multiplied by the constant factor 5.3. Such a scaling is almost always required with traces in order to achieve the desired link/memory utilization since the traced system is almost never the same as the modeled system. As with segment #1, here also multiple iterations are requested. Successive iterations will scale the inter-arrival time by √2. Note that the minus signs on the min/max values are essential for this to happen.

#! Zipf, Max tput loss = 1%, buffer size = 10, dwell fractions = 0.25-1.0

@1 -Lb 10 10 -Lf 1.0 -Tp 0.5 0.25 -Rf 1.0 -dS

b_triv b_triv
11
fw_ms_uc
08 04
Zipf

-2.0 -200.0 0.00 2.25
4.0 2.0

@1 -Rf 0.5 

b_triv b_triv
11
fw_ms_uc
08 04
Zipf

-2.0 -200.0 0.00 2.25
4.0 2.0

@1 -Rf 0.25 

b_triv b_triv
11
fw_ms_uc
08 04
Zipf

-2.0 -200.0 0.00 2.25
4.0 2.0

#

#! TPCC Trace, Max tput loss = 1%, buffer size = 4, dwell fractions = 0.25-1.0

@2 -Lb 4 4 -Lf 1.0 -Rf 0.25
b_triv b_triv
8
fw_ms_uc
08 04
Trace-tpcc

-5.3 -10.6 0.00 2.25
4.0 2.0

@2 -Lb 2 4 -Lf 0.5 0.25 0.25 
b_triv b_triv
8
fw_ms_uc
08 04
Trace-tpcc

-5.3 -10.6 0.00 2.25
4.0 2.0

@2 -Lb 1 3 -Lf 0.70 0.20 0.10
b_triv b_triv
8
fw_ms_uc
08 04
Trace-tpcc

-5.3 -10.6 0.00 2.25
4.0 2.0


Note that in any use of this input file, only one segment will be processed. If no segment number is specified in the command line, only segment #1 will be processed. If it is desirable to process more than one segment in one run, one could simply write a shell script that calls lmpwr multiple times with different segment numbers. In each case, a different output file could be specified. An alternative is to make everything belong to segment 1, but then all output will go into the same output file.  

The example above shows that almost any option can be given from input file instead of the command line. An output control option such as –dS is perhaps better given from the command line, but it can surely be put into the input file as shown here.  In some cases, one may get slightly different results with the option in command line vs. input file, simply because of differences in terms of when that option is seen. For example, if we had put the option “-i” (IMPORT data) in the very first line starting with @1, it is still not seen soon enough! The problem is that with –i option, the lines meant to be copied to output file are also preceded by the phrase “IMPORT_all” so that they will end up in the output after the grep command (see description of –i). However, -i hasn’t been seen when the very first line of the file is processed. Of course, a change in the order of lines will take care of this issue.

3.3 Shell Wrapper 

In addition to the explicit compile/run methods, the simulation also provides a shell wrapper that is preferred method to compile/run when compile time parameters are to be changed. The wrapper is “lmpwr.sh” and it is a bash script (you need to install bash or cygwin if you are in windows). The syntax is:
./lmpwr.sh [-m | -M] [-v | -mv | -Mv] <version> [-s <seg_no>] [<input_file>] [<list of output files>]
where <input_file> (again given without the “.inp” extension) is the input file to be used for running the simulation and the output is placed in the given list of output files (given w/o the .out extension).  The options are interpreted as follows:

-m or –mv: Make (rebuild) and run the simulation


-M or –Mv: Make simulation only (no running). In this case the input and output files are superfluous


-v or –mv or –Mv: A version is given explicitly by <version> string. In this case, you must have a copy of rsrc_parms.h file (with desired changes to compile time parameter values) and name this file as rsrc_parms_<version>.h. For example, if you give the option “-v dbg”, you need a file named “rsrc_parms_dbg.h”. 


-s: Starting segment number for runs is given explicitly (default is 1)


Let us first discuss the make part of this shell script. Often it is necessary to run the simulation with changes to compile time parameters. Let’s consider the example of number of channels per socket, which is defined by the constant “chan_no_bits” in rsrc_parms.h (it is the number of bits needed to specify the number of channels per socket). The default value of “chan_no_bits” is 2, meaning that the model will have 4 channels per socket. Let’s say you also want to run the model with 2 channels per socket. A simple way to do this is to change rsrc_parms.h and recompile. However, this can be dangerous, as you may forget to change the parameter back or fail to compile or later use the executable thinking that it is for the default configuration. Lmpwr.sh handles this situation more safely.


To use lmpwr.sh, you prepare a copy of rsrc_parms.h into, say, rsrc_parms_2ch.h and change the “channel_no_bits” to 1. Now use the command:


./lmpwr.sh –mv 2ch dist_test

This command will compile the simulator with the modified rsrc_parms file, create the executable “lmpwr_sim_2ch.exe”, and run it on the input file dist_test.inp. Note that in the process of building the executable, the shell script will actually generate a temporary header file “_Main.h” and a makefile “_Makefile”. You can ignore these. This method is safer since it does not change the original rsrc_parms.h or lmpwr_sim.exe. Of course, once lmpwr_sim_2ch.exe has been created, you can run it directly too.  For doing many runs with changes to compile time parameters, you may want to write a higher level shell script that invokes lmpwr.sh.

The run part of lmpwr.sh runs the simulation for one or more segments starting with segment number <seg_no. The number of segments is implicitly specified by the number of output files you give in the list. So, if <seg_no> is 2 and you give 3 output files, the simulation will be run 3 times, respectively, for segments #2, #3 and #4. Of course, you need to ensure that your input file has the required number of segments specified, or else the simulation will end prematurely. Each simulation is run with the –i option so that it creates the import data as well. At the end of the simulation, the import data is placed into a separate file for each segment. Here is how this works: let’s say that the nth file in the output file list is named as “file_n”. Then the entire simulation output of the nth segment will go into the file “file_n.out”. In addition, the import portion will be placed in the file “file_n.txt”. You can import “file_n.txt” directly into excel as a comma separated file. 

Notice that the list of output files is also optional. If no output files are given, the simulation is run once for segment <seg_no> (or #segment 1, if <seg_no> is not given) and the output goes to the terminal. (Of course, if the input file contains the –o or –O options, the output will go the specified file.) This simulation is run without the –i option. Note that lmpwr.sh does not support any mechanism to explicitly provide command line parameters (other than –s). The required parameters should either be given from the input file, or you can run the executable directly following the compilation. Here are some examples of use of shell script:


./lmpwr.sh –mv dbg –s 2 dist_test     # Compile & run “dbg” version, using seg 2 in dist_test


./lmpwr.sh –Mv dbg 
   # Compile  “dbg” version (no running)


./lmpwr.sh srdc file1 file2 # Run normal version w/ segs 1&2 outputs going to file1.out & file2.out 
If you run the simulation using the wrapper lmpwr.sh, there are 3 levels of execution:

· Shell script level (Typically the script will process multiple segments).

· Input file line level (Typically a single input file line will result in multiple runs by using the iteration feature).

· Simulation instance level (one iteration of one line of the input file).
Each simulation instance returns a “status” value at the end which indicates how the simulation ended. The return status is used in deciding on how to proceed further. The possible values are:

· Run_done_s: Normal completion of a simulation instance, but there is more to do. The simulation will proceed with the next iteration or next line of the input file.

· Input_done_s: Simulation ended normally after running out of things in the input file relevant to the segment of interest. The shell script will proceed to the next segment.

· L1_error_s: Simulation instance ran into a minor problem. The simulator exits immediately, generates the output for the partial run, and proceeds normally to the next iteration for the current line in the input file (if any).

· L2_error_s: Simulator instance ran into a problem that is serious enough to stop working on the current line in the input file. It generates partial output, and moves on to the next input line of the current segment (if any).

· L3_error_s: Simulator ran into a serious problem and it needs to abandon processing of current segment, return up to shell script level, and continue with the next segment, if any.
· Hangup: The simulator encountered a problem that is likely a serious bug and hence the entire process is halted cold.

Since a premature end to runs could be confusing in terms of interpreting the output and particularly in importing it into excel, a message is generated on stderr for each simulation instance completed along with the status. The message indicates the segment number, batch number (a “batch” is a line of input file), and run number (iteration number) completed. In addition, for every completion of a batch, a line is written out to both stderr and the output file indicating the batch completion and the number of runs (or iterations) it performed. This line, when written to output file, is preceded by the key phrase “IMPORT_all”, so that it will actually appear in the .txt file that is produced for importing. So, even after the data import, you can tell what went through and what failed. The sample .txt file shown below illustrates the format, where the first line is a direct copy from the input file (see beginning of section 4). It shows output for 3 segments, each with just one line in the input file with 5 iterations for each. The second segment encountered an L2_error after the second iteration, and the control moved to the third segment.
IMPORT_all, Max tput loss = 1%, buffer size = 4, dwell fractions = 1.0, 0.50, 0.25

IMPORT_all, IAT, ch_util, tput, read_lat, write_lat, skt_pc_lat, skt_full_pwr, skt_avg_pwr, mc_pc_lat, mc_full_pwr, mc_avg_pwr

IMPORT_all, 1.13, 0.706, 519.05, 54.3, 53.6, 2.16, 42.93, 42.87, 2.16, 36.11, 36.06

IMPORT_all, 1.49, 0.499, 392.94, 50.9, 49.6, 3.20, 38.02, 37.79, 3.20, 31.21, 30.97

IMPORT_all, 2.06, 0.353, 284.97, 49.6, 47.6, 4.07, 33.82, 33.17, 4.07, 27.01, 26.35

IMPORT_all, 2.89, 0.250, 202.81, 49.5, 46.7, 4.78, 30.63, 29.24, 4.78, 23.81, 22.42

IMPORT_all, 4.08, 0.177, 143.59, 50.3, 46.4, 5.29, 28.32, 25.72, 5.29, 21.51, 18.90

IMPORT_all, Seg 02, Runs 01.01-01.05, started Sat Feb 23 22:12:59 2008,duration 126.5 mins

IMPORT_all, IAT, ch_util, tput, read_lat, write_lat, skt_pc_lat, skt_full_pwr, skt_avg_pwr, mc_pc_lat, mc_full_pwr, mc_avg_pwr

IMPORT_all, 1.14, 0.706, 514.67, 56.2, 56.3, 4.94, 42.76, 42.52, 4.94, 35.94, 35.70

IMPORT_all, 1.51, 0.499, 389.44, 54.9, 54.4, 7.78, 37.89, 37.11, 7.78, 31.07, 30.30

IMPORT_all, Seg 02, Runs 02.01-02.02, started Sun Feb 24 00:19:29 2008,duration  60.4 mins

IMPORT_all, IAT, ch_util, tput, read_lat, write_lat, skt_pc_lat, skt_full_pwr, skt_avg_pwr, mc_pc_lat, mc_full_pwr, mc_avg_pwr

IMPORT_all, 1.19, 0.706, 492.06, 62.9, 64.6, 5.83, 41.88, 41.16, 5.83, 35.06, 34.44

IMPORT_all, 1.60, 0.499, 367.21, 62.3, 60.8, 4.92, 37.02, 35.66, 4.92, 30.20, 29.19

IMPORT_all, 2.08, 0.353, 282.52, 59.9, 60.6, 6.89, 33.73, 31.91, 6.89, 26.91, 25.09

IMPORT_all, 3.22, 0.250, 182.06, 85.0, 79.9, 6.18, 29.82, 26.21, 6.17, 23.00, 19.98

IMPORT_all, 4.34, 0.177, 135.04, 80.0, 73.3, 7.32, 27.99, 23.56, 7.32, 21.17, 17.08

IMPORT_all, Seg 02, Runs 03.01-03.05, started Sun Feb 24 02:59:52 2008,duration 161.7 mins

3.4 Command Line Options 

Some of the most options are represented by single letters. In addition there are groups of options parameter modification (M), power control (P), Latency control (L), Traffic control (T), and Rank control (R). The debug related options –dx, -Dx and –w are discussed separately in the following. 

 
-a: append to existing file

-h: Print a sample command line for usage

-i: Print socket and MC statistics w/o any variable names (just values separated by commas). 
The set of values is also preceded by the phrase “IMPORT_xxx” where “xxx” can be “skt0”, “skt1” or “all” depending upon whether the set of values are for skt0, skt1 or average of the two. (Note: In case of “all”, not everything is a plain arithmetic average. For example, average inter-arrival time will be computed by dividing the simulation time by total number of arrivals – this makes for a harmonic average, not arithmetic average!) When multiple iterations are performed, the simulator also prints a line containing column headings of the quantities imported and preceded by “IMPORT_all”. Furthermore, all lines that are intended to be copied to output file are also preceded by “IMPORT_all”.

This option allows for easy import overall performance data to excel. For example, to get only the overall socket average data, all you need to do is to run the following command:

 grep –e “IMPORT_all” results.out > results.txt

where “results.out” is the output file generated by the simulator using –ds or –dS debug switch. The results.txt file will come out containing only the output file comments (usually information about the results that follow), the headings and neatly arranged values for each iteration. This file could then be imported to excel as a CSV file. Note that the shell script “lmpwr.sh” already includes the grep command to create the importable files.

-rx: where x specified program run control.

-rn Num: Max number of completed transactions (100000 by default). If this option is given explicitly, the max simulated time (see –rt option) is set to 10.0 secs.
-rt Num: Max simulated time in ns (1.0e10 or 10.0sec by default). If this option is given explicitly, the number of transactions (see –rn option) is set to 100 million. 

-rb Num1 Num2: This is a combination of above two options and allows setting of both max transactions (Num1) and max simulated time (Num2). Note that in this case, the program will stop on whichever limit comes into play first.



-rp Num: After Num transactions print out a prompt line on terminal (1000000 by default)

-o file_name: Explicitly specify output file name (w/ or w/o extension). By default (i.e., w/o the –t option and no output file given), output file name = input file name but with extension .out. The entire output goes to the file.
 -O file_name: Very similar to –o option; the only difference is that the resource specific output (i.e., the portion where power control efficiency & latency are printed) goes to a separate file. The output files are named by appending 0 and 1 to the base name where 0 is for resource specific output and 1 is for the rest. 

-s Num: Specify input file segment to be processed (see below)

-t: Send output to the terminal instead of an output file.
-Mx: where x determines how the link/cke multiplier parm in the input line is interpreted.
 

-Me: Pairs of const give alpha and beta values for exponential smoothing
 

-Mg: Pairs of multipliers give initial wait time (or runway) for link/CK (default)
      
-Ml: Pairs of multipliers used to modify entry/exit latencies for link/CKE 

     -Px: where x is a power control option
 
-Pd: Cut link width down in one step instead of gradual control

-Pu: Increase link width up in one step instead of gradual control

 
-Pc type: Type of coupled control:  0: None,1: exit, 2: entry, 3: entry & exit
 -Pp T1 T2: Low power state promotion time in ns for link (promotion from L0s to L1) and memory (fast to slow CKE). Default values (1500, 80) ns.
 
-Pr n: Set (n=1) or unset (n=0) use of CKE register mode (both Intel & AMD)  
-Pt M1 M2: Multi-state control threshold multiplier values (M1 is for links & M2 for CKE). Default values (1.0, 1.0). These quantities multiply entry + exit latencies for the lower power state (L1, slow CKE).
 
-Px: Disable power control completely (-PX can enable it back if needed).
 
-Lx: where x is a latency control option

-Lb min max: Min and max values for transaction buffer size. The actual buffer size is changed randomly within these limits according to the given empirical distribution.

-Lf <list of values>: Empirical distribution giving the probability of each size for the transaction buffer in the given min..max range by –Lb.  All probabilities must sum to 1.0. Also the –Lf option must follow the –Lb option. 

-Lp min max: Min and max values of phase length in number of memory accesses. The actual number is a random number between these limits with uniform distribution. A new random number is generated for both the new phase length and new transaction buffer size at the end of the current phase.

-Rx: where x is a rank control option

-Rd time: Max dwell time in ns for SRDC. This is intended to place some reasonable upper bound on the memory access latency. I would suggest 2-3x of no-load memory access latency.
-Rf frac: Fraction of ranks kept active. Used to compute #ranks to be kept active (always rounded up to at least 1).
-Rl clks: Lookahead in clocks for waking up the next rank.

-Rt value: Max acceptable throughput loss given as an integer value, but interpreted as value/1024. Acceptable range for value is (1..100).  This is the “high water mark” in the SRDC description. The corresponding low-water mark is not given separately but is calculated as 80% of the high water mark. (The 80% is defined by the constant “tput_loss_ratio” in rsrc_parms.cpp).
-Rw p_win d_win: Probing and dwell windows in ns. 

-Tx: where x is a traffic control option

-Tf frac1 frac2 frac3 frac4: Specify transaction fractions (mem_read, mem_write, r_hitm, r_snoop). This is useful for analytic distributions. For traces, trans 
fractions are computed automatically. The r_snoop fraction is assumed to be given for a bus based system and automatically increased for link based systems. 



(***Reminder to self: I am assuming that every read needs a snoop of the other socket. Waiting for data from Richard Greco on % of 
lines installed in exclusive mode, which don't require snoops**) 

-Tm min max: Min and max values of macro state count, or the number of arrivals for which the arrival process stays in a given macro-state. The actual macro state count is uniformly distributed over this range. Default values (10, 490).

-Tp frac1 frac2: Fraction of memory trans originated by socket1 and fraction of transactions going to remote memory (default: (0.5,0.5) for QPI, (0,1.0) for others). In case of traces "frac1" comes from the trace based upon the bits that specify socket in the interleaving selected.

-Tr Num: Explicitly specify random number seed.

-Tu ch frac:   Explicitly set how the utilization is changed for successive iterations. Here “ch” is a single char and frac is a fractional quantity. Sensible values for frac depend on “ch”.

· Ch=”g”: Geometric ramp down in utilizations of all stations. Here frac is the multiplicative factor for reduction with a default value of 0.707 (1/sqrt(2)).

· Ch=”a”: Arithmetic ramp down in the utilization of memory channel 0. Here frac is the additive (actually subtractive) factor with a default value of 0.025 (2.5%).

-Tv frac: The variability parameter, which specifies the multiplicative factor for the traffic rate in successive macro states. It is in the range (0..1). A value of 1.0 means that traffic in all macro states is the same and hence no variation. In this case, the min/max values of dwell count above are irrelevant. 

3.5 Debugging and Output control
The debug and output control related options are as following. Note that by default, the program generates nothing (except error messages). The debug options below include the output options (s and S) as well.

The basic debug options are given as –dx where valid “x” values are as follows
-da: Print inter-arrival auto correlation function in the summary output


-db: Print major transaction blocking and resume events (e.g., memory refresh)


-dB: Print all trans blocking events, i.e., memory refresh, channel/link/trans-buffer/low power exit blocking. (subsumes “b”)
-dc: Print events relating to coupled link power control

 

-dd: Print transaction type cumulative distributions



-dD: Print all cumulative distributions (subsumes “d”)



-dh: Print headers for resource & station statistics listed in tabular form
-di: For trace-driven simulation, print each line of input trace
-dm: Print misc stuff including packet creation
-dM: More misc stuff, i.e., random number generation and binary search details (for RN generation using empirical dist), off times or gaps (for independent analysis)
-dn: Print major NVRAM operations

-dN: Additional NVRAM operations (all inserts & deletes in various lists)
 

-dp: Print power control action for each gap

 

-dP: Some more power control information (subsumes "p")

 

-dq: Print queuing operations (insert, schedule, completion)

 

-dQ: More details on queuing operations (subsumes "q" and “k”)

-dr: Print stats at the end of each dwell window in SRDC

-dR: Print all rank management events (subsumes “r”)

-ds: Summary output (gives output results in a clean tabulated format)

-dS: Summary as in (s) above plus some extra summary info

 -Dx: Same as -dx options except that the given options take effect only during the debug_start and debug_end window given by -w option.

-w start_time end_time: Simulation times (in ns) when debug output starts and terminates. Default values are 0, infinity. For convenience, if dbg_end_time is given as 0, it is interpreted as infinity. 

The debug options specified above can generate voluminous data. Generally, -dQ option should be adequate for tracking down queuing related problems, -dP for power control related problems, –dB the blocking related problems, and –dR for SRDC (rank management) related problems For queuing and power, one could also use the less verbose versions -dq or -dp to get essential data. The amount of trace generated, of course, depends on how far down into the simulation you encounter the problem. Getting trace for the entire period until the problem occurs can result in really huge files and may even fill up the disk! To avoid this, a selective trace is often desirable. For this, you give the desired debug options with a –D (instead of –d) and specify when the trace goes into effect using the –w option. For example, if the program aborts at t=243, it may be useful to run the following command to generate the trace:



./lmpwr_sim -rn 10000 -t -ds -DQ -DP –DB –DR -w 235 0 test_file >junk 

This will ensure that the four given debug options come into effect at time t=235 and stay on until the crash. The output will be placed in the file "junk". Note that you can still give other options with a –d and these will stay effective throughout the simulation.

There are two aspects of the trace that allow a quick filtering on the trace files to zoom in on the problem. One is that every line in the trace has the packet id, printed using the C format "id%4d".  Thus, a quick way to examine a relevant transaction (say 533) is to do grep "id 533" on the trace. Trace lines relating to power controlled resources also print resource id in the C format rid%02d.  So, for example, a grep on “rid05” will get you everything that relates to this resource. The meaning of packet and resource id is explained in section 2.0.

Sometimes the output is too voluminous to pinpoint the problem. In this case the goal is to make the program crash as quickly as possible. This can be done by adjusting the resource utilization level (very large or very small inter-arrival time depending on what will expose the problem earlier), and by making the model simpler. To make the model simpler, you could choose just 2 threads in the platform, 1 channel per socket, 1 dimm per channel, 1 rank per dimm, 2 banks per rank, etc. 
If the packets are not carefully tracked and destroyed, memory leaks can easily occur in the simulation. To track down memory leaks, the simulator provides the debug option “-dk” which prints out creation, destruction and some statistics about the packets. To support this, the built-in free() routine has been replaced by free_up() (defined in queuing.cpp) and should be used in any future extensions dealing with freeing of packets. (It should not be used for other storage release operations). This routine defines how much difference is tolerable between generated and freed up packet sequence numbers. In some extreme situations (e.g., extremely heavy load), these limits may not be adequate and may need to be increased. 
3.6 Command Line Options and Internal Variables


Each of the command line options sets one or more internal variables. Some of the settings are better understood in terms of internal variables. Such options and their associated variables are list below.  NOTE: This is NOT a complete list of all option related internal variables.
	Option
	Internal variable
	Default
	Explanation/Comments

	-Pp
	Link_promotion_time
	10000 ns
	Timer for link to go from L0s to L1 (keep this pretty large)

	
	CKE_promotion_time
	25 ns
	Timer for memory to go from fast CKE to slow CKE

	-Pr
	CKE_register_mode
	1
	Indicates if CKE register mode is enabled (1) / disabled (0)

	-Pt
	Link_threshold_mult
	2.0
	Multiplies link L1 entry (5000) + exit cost (30) = 5030 ns
Used for upfront selection between L0s & L1

	
	CKE_threshold_mult
	2.0
	Multiplies CKE slow entry (4.0) + exit cost (13.75)= 17.5 ns
Used for upfront selection between fast & slow CKE

	-Rd
	Max_dwell_time
	60 ns
	Cap on dwell time for SRDC. Don’t set too low

	-Rf
	Max_active_rank_frac
	1.0
	Fraction  of ranks kept active by SRDC

	-Rl
	Lookahead_clks
	1
	No of memory clks for waking up the next rank for SRDC

	-Rt
	Max_tput_loss
	10
	Max throughput loss frac given as numerator n in n/1024

	-Rw
	Probing_window
	32 us
	Window during which no dwell control is effected

	
	Dwell_window
	1 ms
	Duration of dwell control after a probe

	-Lb
	Min_trans_buf_size
	1
	Min no of pending memory trans before thread can stall

	
	Max_trans_buf_size
	2
	Max no of pending memory trans before thread must stall

(Actual trans_buf_size has empirical dist. as given below)

	-Lf
	Trans_buf_size_frac
	0.5 0.5
	Given as prob mass function along with & after –Lb option w/

correct no. of elements, e.g –Lb 2 5 –Lf 0.50  0.25  0.15  0.10

	-Lp
	Min_phase_length
	2000
	Min no. of memory trans before next trans_buf_size change

	
	Max_phase_length
	16000
	Max no. of memory trans before next trans_buf_size change

(Actual phase length is uniformly distributed in min..max range)

	-Tf
	Given_trans_frac
	0.6, 0.25,

0.10, 0.05
	Given value of trans fractions for read, write, hitm, snoop. (useful for analytic dist) Does not include added snoops

	-Tn
	n_macro_states
	4
	Number of macro states

	-Tm
	Min_macro_state_count
	50
	Min no of arrivals in a traffic macro state

	
	Max_macro_state_count
	950
	Max no of arrivals in a traffic macro state

(Actual no of arrivals is uniformly distributed in min..max range)

	-Tv
	Traffic_variability
	1.0
	Relative traffic intensity in successive macro states, e.g., with a

variability of 0.5, relative inter-arrival times in macro states 

(0..3) will be (1.0, 0.5, 0.25, 0.125)

	-Tm
	Skt1_orig_frac
	0.5
	Frac of traffic originating from skt1 (rest originates from skt0)

	
	Remote_mem_frac
	0.5
	Frac of traffic originating at a skt going to the other skt (applies

only to reads & writes; HITM & snoop are always remote)

	-Tu
	Modification_char
	a
	Style of utilization change on successive iterations: ‘a’: arithmetic

‘g’: geometric. Sensible value for modifier depend on this

	
	Utilization_modifier
	0.025
	Modifier value: default 0.707 for ‘g’, and 0.025 for ‘a’

	-rn
	Max_samples
	100000
	#Packets transmitted by EACH socket during simulation

	-rt
	Max_run_time
	1.0e10
	Max simulation run time in nano-seconds.

	
	
	
	


3.7 Compile Time Parameters

As stated earlier, these are all contained in rsrc_parms.h. In the following, we list only those parameters that are likely to be changed by the user. There are many others (e.g., power levels in various power states) which can also be changed but are not listed here. To avoid unexpected results, it is recommended that runs with changes to compile time parameters be done using the lmpwr.sh shell wrapper as explained in section 3.3.
	Name
	Value
	Explanation

	n_threads
	24
	 Total no of HW threads over BOTH sockets (must be even)

	cc_request_time
	(2*dclk_time)
	 Cache controller time to generate memory/snoop request

	cc_response_time
	(2*dclk_time)
	 Cache controller time to handle memory/snoop response 

	cc_data_time
	(4*dclk_time)
	 Cache controller time to put HITM data on the link

	mem_speed
	800
	 Memory clock in MHz

	channel_no_bits
	2
	 #bits to encode channels on each socket 

	bank_no_bits
	3
	 #bits needed to address all banks in a rank

	rank_no_bits
	1
	 #bits for #ranks per channel

	ranks_per_dimm
	2
	 Considering dual rank DIMMs

	rank_size
	1
	 Rank size in GB   

	tXP
	6.25
	 Time in ns to activate DRAM if DLL is on

	tXPDLL
	25
	 Time in ns to activate DRAM if DLL is off

	tRC
	11.25
	A single number for ras-cas cas-data data-pgclose times in ns. The default value is for DDR1600 w/ 9-9-9 timing

	write_batch_size
	8
	 No of accumulated writes to turn off read_pref_mode

	rank_switch_time
	(3*dclk_time)
	 Time overhead in ns to switch rank on same channel

	rw_turnaround_time
	(3*dclk_time)
	 Read-write turn around time in ns on a rank

	MRS_write_slots
	(12*dclk_time)
	 MRS register write time in ns

	CKE_entry_time
	(4*dclk_time)
	 CKE entry cost in slots (same for fast & slow CKE)

	max_ch_read_qlen
	22
	 Channel read buffer size

	max_ch_write_qlen
	32
	 Channel write buffer size

	CKE_throttle_limit
	4
	 Max # of commands per throttle window

	mem_throttle_window
	(24*dclk_time)
	 Memory throttle window in ns

	min_refresh_interval
	3900
	 Memory refresh interval in ns

	refresh_duration
	110
	 160ns for 2Gb devices 110 ns for 1Gb devices

	mem_smoothing_factor
	0.125
	 Smoothing factor for memory response time

	
	
	


	SRDC parm name
	Value
	Explanation

	starvation_time
	480
	 Request starvation time in ns (most relevant for SRDC)

	srdc_alpha_bits
	2
	 Exponential smoothing const (2-n) for n bits used to smooth tput over successive dwell windows

	tput_loss_mult
	2.0
	 Used to compute high_tput_loss as tput_loss_mult x max_tput_loss (see its usage below)

	small_dwell_step
	(4*dclk_time)
	 Dwell time decrease delta when tput_loss <= high_tput_loss

	large_dwell_step
	(16*dclk_time)
	 Dwell time decrease delta when tput_loss > high_tput_loss

	max_degraded_periods
	8
	#dwell windows with tput loss > max_tput_loss before dwell scheme will be turned off

	Tput_loss_ratio
	0.80
	Lower bound on tolerable tput loss as a fraction of the given upper bound by –Rt option

	Warmup_windows
	8
	Initial no of dwell windows to ignore in the statistics

	Starting_dwell_time
	(4*dclk_time)
	Dwell time at the start (shouldn’t matter except in terms of rate of convergence)

	
	
	


	Link parm name
	Value
	Explanation

	link_buf_size
	24
	 Max pkts in transit. QPI has 16 trackers per socket.

	num_lanes
	32
	 Number of data lanes in the link

	link_speed
	9600
	 Link speed in MT/sec

	link_L0s_exit_slots
	(25/slot_size)
	 Link L0s exit cost in slots

	link_L0s_entry_slots
	(15/slot_size)
	 Link L0s entry cost in slots

	link_width_dec_time
	1.25
	 Link width decrease time in ns

	width_cntrl_frac
	0.25
	 Frac by which link width is cut down each time

	lwc_min_frac_width
	0.25
	 Allows 2 steps of link width decrease

	lwc_ql_low_threshold
	0
	 Low QL threshold for MLPC. 

	lwc_ql_high_threshold
	8
	 High QL threshold for MLPC

	lwc_gamma_factor
	16
	 Threshold for first link width drop


4. Simulation Line Format in Input File
Each simulation line in the input file specifies the case to be run, and requires the following parameters: 

algorithm  iterations  control  limit  distribution  multiplier 

Here is an example of the input line:
      gsa_s esa_s  12  fw_ss_uc  10  Zipf  -112.0  -16384  0  2.250  0.5  0.50 0.25
Next several subsections contain explanations on each of these parameters. 
4.1 Power Control Algorithms
Power control algorithm specified as a pair (link_alg, cke_alg). Available algorithms are: atriv, btriv, gsa_s, esa_t, esa_s, esa_c, esa_m
 
atriv: Adaptive trivial algorithm (hibernate only)
 
btriv: Basic trivial algorithm (hibernate only)
 
gsa_s: Jimbo's algorithm (hunt for the right delay)
 
esa_t: ESA (trivial version) Sleep for estimated delay only (no hibernation)
 
esa_s: ESA (simple version) Sleep for estimated delay, wait for a while & then hibernate.

esa_c: ESA (complex version) Same as esa_s except that the initial wait time is proportional to link utilization

esa_m: Same as esa_c except that utilization is approximate (no multiplication/division) 

   NOTE: GSA has fallen behind and not kept up to date for new capabilities (e.g., multi state control). 

4.2 Simulation Iterations
This specifies the number of iterations to be performed with changed inter-arrival time parameters. For this, the given distribution parameters are assumed to be for the highest utilization level desired. Making #iterations more than 1 will then automatically scale the distributional parameters so that no extra effort is required to run simulations for lower utilization levels. The user may want only some of the distribution parameters to be changed, however. For example, we may only want to scale the mean and std-dev of the distribution for successive runs and keep others (e.g., min and max) unchanged. The changeable parms are specified with a negative sign in front of them. Two modes of alteration are supported based on the run-time switch “geometric_util_ramp”:

True: Changes are done such that on each iteration, the utilization of every station will go down by a factor of sqrt(2).  
False: Changes are done such that on each iteration, the utilization every station will go down by a factor of X, where X is computed such that the utilization of mem_ch0 is reduced by 0.025 (2.5%).  

The utilization modifier values specified here are not hard coded, but can also be specified via a run-time switch.
It is perfectly okay to specify a large value for iteration count. The iterations will be stopped as soon as the parameters go outside some reasonable ranges. 

4.3 Power Control Type
Control options for links and memory. Eight values are currently defined, and are combinations of following 3 basic capabilities (must be in the order stated below). According to the code below, any of the 8 possible settings can be used for control.  An example valid setting is fw_ss_uc (fixed width, single state control, and uncoupled control).   

1. fw/vw: Fixed or variable link width. The first option indicates that we only do L0s control on links, the second means that we do both L0p and L0s (basically MLPC). The only L0p algorithm implemented is DWCA, but it does support non-standard options of cutting or increasing width in one step. (See the–Pu and -Pd options above). The default is step-wise increase/decrease in link width, as stipulated in DWCA. If it is desired to turn off L0s control in case of “vw”, one could simply specify a very large runway. The runway is controlled by the link/cke multiplier parameters discussed later.
2. ss/ms: Single state or multi-state power control. Single state means that the power control will only use the highest power inactive state (L0s for links, fast CKE for memory) when it sees a gap in activity. Multiple state, on the other hand, means that two low power states will be used (L0s & L1 for links, fast/slow CKE for memory). The selection between the two states is done by the multi-state selection algorithm. We have named this algorithm as PCSA for memory; though exactly the same algorithm is used for links as well. A critical parm of this algorithm is the threshold on the smoothed gap size for selecting the lower power state. This threshold is NOT exposed; instead, we provide a multiplier to change the default value. The multiplier is called “link_threshold_mult” for links and “CKE_threshold_mult” for memory. Naturally, the default value of these multipliers is 1.0, but any other positive value (including 0) can be used. 

This option applies to BOTH links and memory. If it is desired to have “ss” control for only one of them, you still need to specify “ms” here but then change the multipliers accordingly. For example:

Link_threshold_mult=1.0, CKE_threshold_mult=0 ( Links use L0s & L1, but memory uses only slow_CKE.
Link_threshold_mult=1.0, CKE_threshold_mult=100.0 ( Links use L0s & L1, but memory will use fast_CKE only. (No magic about the value 100.0; wer are simply making the threshold humongous). 
Important: ss/ms only controls the proactive entry to low power states. Even with “ss”, the power state WILL be promoted to next lower power state when the promotion timer expires. It you truly want a single state control, you MUST ensure that the promotion timer is set to a rather large value. The relevant parameters for promotion timer are “link_promotion_time” and “CKE_promotion_time”. Both can be set at run time.

3. uc/cc: Uncoupled or coupled control of two directions.  Coupled control means that if one side of the link is in a certain power state, you modify the behavior of the other side. There are two types of coupled controls: entry control and exit control and they are controlled by the runtime switch –Pc (see above). 
Entry control means that if the inbound link is already in low power state and you are ready to put outbound into low power state, you be more aggressive (i.e., cut down on the runway). The idea is that the inbound link being in low power state is considered as an indication of lack of activity on the outbound side as well. Exit control means that when you sense the inbound link exiting the low power state, you initiate an exit on the outbound side (with an appropriate delay).  The idea here is that exit of inbound side is considered as an indication that outbound link will be needed soon as well (to return the response). 
4.4 Power Control Limit
These are a pair of values (just like the power control algorithm), and they apply, respectively, to link and CKE (memory). The meaning of limit parameter is dependent on the power control algorithm used. 

Btriv: Ignored.

Atriv: A multiplier for adaptive increase in runway amount. 

Gsa_s: Limit is the amount by which error is bumped up when a link is returned to active state due to traffic arrival. A sensible value in this case is  10. 

Esa_s & esa_m: Number of slots, each of exit_cost duration, for which the algorithms wait before putting the link into hibernation after the link comes back to active state but find that there is no traffic to serve.  The value given MUST be a power of 2. Some typical values are 4 or 8 for links, and 2 or 4 for CKE.
esa_t: Since esa_t algorithm does not hibernate, this parameter is irrelevant for it. 

4.5 Arrival Time Distribution
This specifies the inter-arrival time distribution for memory access requests. The “distribution” can take two forms: analytic distribution or trace specification, but they are given in a unified way. All distributions are specified using 5 parameters, henceforth referred to as “name”, “min”, “max”, “mean” and “stc-dev”. Supported distribution names are: 

Empirical, Exponential, Gamma, Log_normal, Pareto, Zipf, Poisson, Polynomial1, Polynomial2, Uniform, Uniform_int, Triangle, Triangle_int, Trace 

The names should be mostly self-explanatory, so I will comment only on some. Empirical means that you explicitly specify a mass function for a discrete distribution. It is perhaps not very useful for inter-arrival times (but is used internally for other purposes). In fact, other discrete distributions (e.g, uniform_int, triangle_int, Poisson) are not useful for inter-arrival times and can be ignored. The Polynomial distributions are basically Bezier curves (more details probably irrelevant for now). 

"Trace" means a trace data file. In this case the file should be specified as Trace-<name> where the <name> is trace file name w/o the .dat extension. In case of trace file, the distributional parameters below are used to dilate the trace to achieve the desired utilization level.  Actually, only the min and max values are used in this case to apply a uniform distribution for the dilation. More details on this are discussed later.
The 4 distributional parameters are as follows:

Min value: Minimum value (or shift – see below) for the distribution. A negative value does not mean a negative minimum; it just means that the given (actually its magnitude) will be changed in each iteration (see above).
Max value: Max value for the distribution. A negative value indicates that the given magnitude will be changed in each iteration.
Mean value: Mean of the distribution (given as zero if it is redundant to specify, e.g. for uniform or Zipf).  A negative value indicates that the given magnitude is changed in each iteration. 

Std deviation: Std-dev of the distribution (given as zero if it is redundant to specify). For Zipf and Pareto, this is not std-dev, but instead the decay parm (alpha). A negative value specifies that the given magnitude be changed in each iteration. 
NOTE: For infinite support distributions (Exponential, Gamma, etc.), and minimum and maximum values are assumed to have NOT been considered in the mean and std-dev. For example, if you specify an exponential distribution with a mean of 5.0, it means just that. Now if you give min value as 2.5 and max value as 100.0, here is what that means: 

1. The min value of 2.5 will be added to the exponential (5.0) random number after it has been generated. Thus, 2.5 becomes a shift to the exponential (5.0) distribution and it results in an overall mean of 5.0+2.5 = 7.5!

2. The max value is used simply to reject any generated random numbers that happen to exceed 100.0. That is, any values that exceed 2.5 + exponential (5.0) will be rejected. Notice that such an upper bounding really changes the distribution itself, so your overall distribution is no longer shifted exponential. But this is done deliberately. It will be very messy to specify limited support exponential distribution in terms of its correct mean and std-dev. 
Back to trace dilation. If you were to run the trace through the simulator unmodified, it will result in some utilization for the memory (and a related utilization for the links). Let’s say the memory utilization is U. Since the trace was collected on a completely unrelated system than being modeled, there is no telling what value of U you will end up. In fact, it is possible that during the “engineering phase” the simulator finds that the expected value of U exceeds 100%, in which case the simulation wouldn’t even run. So, some scaling of the trace is ALWAYS necessary. Here is how you would go about this:

1. You need to know, in advance, the memory channel utilization for the workload when the CPU is 100% busy. Note that there is no direct modeling of CPU, so this information must be used artificially. For TPC-C (depending on the configuration), a 100% CPU utilization may result in about 20% memory utilization. 

2. Run the simulator by specifying values of 1.0 for min and max for the distribution (others don’t matter). Actually, you don’t really need to let the simulation complete to begin with – the engineering phase will print out expected utilizations almost instantaneously (and if it exceeds 0.95, just quit). Let’s, say the simulation quit with the message that memory channel utilization is 1.60 (160%). So, now we know that to drop down to 20% utilization, we need to specify min and max values as 1.6/0.2 = 8.0 each.
3. Rerun the simulation and this time let it complete (if a real run takes too long, you could just run it for a short period by specifying a small value for number of transactions to complete – e.g., -n 100000). (See –n option above). This will give you an idea from the station stats precisely what utilization you are getting.  Let’s say, you end up with a utilization of 0.25 (instead of the predicted 0.20). The reason why the final result could differ from the initial estimate is because in the engineering phase, utilization estimate is made analytically using very simple calculations. These calculations surely don’t take blocking into account and could underestimate the utilization substantially in case of severe blocking.

4. Ok, the dilation factor of 8.0 gives you utilization of 0.25, but you want 0.20, so the right dilation factor is 8*0.25/0.20 = 10.0. Rerun simulation with min and max values of 10.0. Don’t be surprised if the actual utilization still isn’t quite 0.20. This is what tuning is all about!

NOTE: In most cases, for traces you will want to use the same value for min and max parameters. However, using different values may make sense. For example, suppose that the average dilation factor that you want is 10.0. Then if you set min=8.0, max=12.0, the dilation will be done by using a uniformly distributed random variable in the range 8.0..12.00.  If nothing else, you want to do this, just for “what if” or sensitivity tests.

Multiplier: A pair of multipliers (first for links and second for CKE) whose interpretation is governed by the -mx input (See above -Mx set of options). The most useful option is –Mg, which results in these numbers to be interpreted as multipliers for the runway. (BTW, -Mg is also the default, so don’t have to give it explicitly). The runway is a critical parameter for all power control algorithms. 
5.0 Program Behavior and Output
Program output consists of multiple sections and these are discussed below.

5.1 Initialization Output
The first thing that the program does is to calculate the average visit ratios (v_ratio), inter-arrival times (IAT), service times (stime) and utilizations (avg_util) for each station. Some stations have multiple server (e.g., memory channels), and therefore their utilizations are affected by the number of servers configured. Notice that the calculations of precise service times and inter-arrival times is non-trivial because they depend on a number things that are really only known at run-time. Consequently, these “engineering calculations” are approximate and are designed to provide an estimate of whether the utilizations are in the desired range. In particular, if the estimated utilization is too high, the program will end immediately without doing any simulation whatsoever! You can also observe these utilizations and decide whether it is worth continuing the simulation. Here is a sample of the output showing calculated utilizations:
cc_skt0: #servers=12 v_ratio=0.888 IAT=  1.80 stime=   2.50, avg_util= 0.116

cc_skt1: #servers=12 v_ratio=0.888 IAT=  1.80 stime=   2.50, avg_util= 0.116

ds_skt0: #servers=12 v_ratio=0.005 IAT=330.22 stime=   5.00, avg_util= 0.001

ds_skt1: #servers=12 v_ratio=0.005 IAT=330.22 stime=   5.00, avg_util= 0.001

qlink_f: #servers= 1 v_ratio=1.280 IAT=  1.24 stime=   0.35, avg_util= 0.418

mem_ch0: #servers= 2 v_ratio=0.495 IAT=  3.22 stime=   5.00, avg_util= 0.776

mem_pd0: #servers=32 v_ratio=0.495 IAT=  3.22 stime=  31.69, avg_util= 0.308

mem_ch1: #servers= 2 v_ratio=0.495 IAT=  3.22 stime=   5.00, avg_util= 0.776

mem_pd1: #servers=32 v_ratio=0.495 IAT=  3.22 stime=  31.69, avg_util= 0.308

qlink_b: #servers= 1 v_ratio=1.280 IAT=  1.24 stime=   0.69, avg_util= 0.418
CC_skt0: #servers=12 v_ratio=0.888 IAT=  1.80 stime=   2.50, avg_util= 0.116

CC_skt1: #servers=12 v_ratio=0.888 IAT=  1.80 stime=   2.50, avg_util= 0.116

In an under-subscribed system, these estimated utilizations should be pretty close to the utilizations reported at the end of the simulation. In fact, this can be used as a sanity check and to ensure that the simulation run is long enough to get reliable results. However, don’t expect a good match in all cases! The main reason for mismatch is blocking of transactions due to shortage of various resources. Blocking probabilities are also reported at the end of the simulation, and these probabilities are negligible, one should normally expect a good match between calculated and reported results. A few things like number of rank switches, RW turnarounds, etc. can introduce some error in the initial estimates. Imbalance of actual traffic between sockets for trace data also causes mismatches. 

5.2 Resource Statistics

At the end of the simulation the program outputs statistics for both “resources” and “stations”. A “resource” is defined as an entity that can be power controlled independently.  In general, a station can include multiple resources (e.g., ranks within each mem_pd station), or a resource can include multiple stations (we don’t have example of this unless we are controlling both sides of the link as a single entity). Each resource has a resource-id (or “rid” for short). We have the following convention on rids (illustrated here for the case of a single dual-rank DIMM per channel, 2 channels per socket):

· Rid=0: Always the skt0 to skt1 link direction. Corresponds to qlink_f

· Rid=1: Always the skt1 to skt0 link direction. Corresponds to qlink_b

· Rid=2, 3: Ranks 0 & 1 for the DIMM on channel 0, skt0
· Rid=4, 5: Ranks 0 & 1 for the DIMM on channel 1, skt0

· Rid=6, 7: Ranks 0 & 1 for the DIMM on channel 0, skt1

· Rid=8, 9: Ranks 0 & 1 for the DIMM on channel 1 skt1

The resource statistics are listed first and are illustrated below:

rid algrithm/limit  active avg off-prd rsrc  rsrc  Avg.  rsrc Total    L1  avg rsrc

    & prog options  power off-prd used occup util  eff  delay delay visits pwr wdth

 0 b_triv08-vw_ms_uc  3.41    2     2 0.854 0.854 0.000   0.0  14.3     0  3.09  83

 1 b_triv08-vw_ms_uc  3.41    2     3 0.694 0.694 0.000   0.0   5.6     0  2.48  50

 2 b_triv04-vw_ms_uc  4.59   17  1632 0.339 0.334 0.434  12.8  42.7  1632  4.56 100

 3 b_triv04-vw_ms_uc  4.11   23  2645 0.281 0.272 0.532  13.7  42.7  2645  4.05 100

 4 b_triv04-vw_ms_uc  3.88   26  3282 0.253 0.243 0.567  14.5  42.7  3282  3.79 100

 5 b_triv04-vw_ms_uc  3.90   26  3255 0.256 0.246 0.566  14.5  42.7  3255  3.82 100

 6 b_triv04-vw_ms_uc  3.67   31  3801 0.228 0.217 0.619  14.9  41.0  3801  3.55 100

 7 b_triv04-vw_ms_uc  3.82   28  3434 0.245 0.235 0.595  14.3  41.0  3434  3.71 100

 8 b_triv04-vw_ms_uc  3.58   34  3946 0.215 0.204 0.647  15.0  41.0  3946  3.42 100

 9 b_triv04-vw_ms_uc  3.66   30  3803 0.226 0.215 0.619  14.7  41.0  3803  3.53 100
Most columns should be self-explanatory. The “avg off-prd” refers to the length of off-period (gap) in “slots”. A “slot” in the simulation refers to the duration of one cycle on the link (e.g., 1/9.6 ns for 9.6 GT/sec QPI). Much of the power control related calculations in the simulation are done in integer domain and use time measure in slots (or multiples of slot such as frames) extensively. The next column is “off-prd used” and gives the total number of off periods that were used for power control (i.e., they were longer than the runway). The next two columns are resource occupancy and utilization. Resource occupancy includes the effect of power control, whereas “utilization” does not. Occupancy is higher than utilization because the low power mode entry and exit time appear like used periods – except that they are really not usable. (This is kind of like the bubbles on the bus.) 

“Avg eff” refers to average power control efficiency of the algorithm, i.e., the fraction of time spent in low power state (excluding transition into and out of the low power states). “rsrc delay” refers to the additional latency added due to power control whereas “total delay” refers to the total delay across the power controlled resource (link or memory rank). The next column is “L1 visits”, or the number of visits to the lower power inactive state.  For simplicity, we refer to both link L1 and slow CKE as “L1”, it really means the next lower power state. Notice that in the example above, memory ranks always went into “L1” (slow CKE). This aspect will be controlled by the PCSA parameters (and the corresponding link parameters). 
The last but one column gives the average power of the resource with the power control in effect (whereas the one in “active power” column is without power control). The difference between these two columns tell us the power savings due to power control. Finally, the last column gives the “resource width” – it is really the average link width under L0p control – the numbers for memory ranks will always be 100% and can be ignored. 
Following this table, there are more detailed resource stats available, but these are not discussed here. The sample output, however, is shown below:

Addl stats: rid, visit_ratios, off/up periods, on/off durations, autocorr

 0, VR 1.443, #off  94890, #up  94887, est_prd: on    2.6, off   13.5, AC  0.017

 1, VR 1.443, #off 186072, #up 186068, est_prd: on    1.4, off   13.5, AC  0.007

 2, VR 0.160, #off   3417, #up   1554, est_prd: on  155.1, off   46.9, AC -0.004

 3, VR 0.143, #off   4809, #up   1928, est_prd: on  270.7, off   38.5, AC -0.002

 4, VR 0.124, #off   5535, #up   2018, est_prd: on  144.9, off   42.7, AC  0.001

 5, VR 0.130, #off   5520, #up   2032, est_prd: on  179.1, off   50.2, AC  0.002

 6, VR 0.160, #off   6051, #up   2021, est_prd: on  104.4, off   36.0, AC  0.001

 7, VR 0.143, #off   5768, #up   2102, est_prd: on   99.1, off   36.9, AC -0.001

 8, VR 0.124, #off   6122, #up   1950, est_prd: on  146.7, off  142.7, AC  0.003

 9, VR 0.130, #off   6146, #up   2109, est_prd: on  117.5, off  304.0, AC -0.001
Next, the output lists the percentage residence time in L0, L0s and L1 power states for each resource (“rid”). Again, remember that L0s/L1 really refer to fast/slow CKE in case of memory ranks.  Following this, the output includes percentage time in Intel and AMD register modes, respectively (if  register mode is enabled). 

5.3 Station and Socket Statistics

Stations statistics, list, for each station the following parameters: average inter-arrival time (estimated from the simulation – not from the initial analytic calculation), total number of departures from the stations, actual occupancy and utilization, average response time (RT), average queue length (ql), and average on-time (busy time).  As discussed in section 7.1, the utilization and IAT reported here should be compared against the ones computed initially. An example output appears below:

Stn stats: stn, inter-arr time, #departures, occup, util, resp time, qlen, on_time

cc_skt0 IAT=  2.20  dep= 454654 Util= 0.095, 0.095 RT=  2.7 ql= 1.24 on_t=      13

cc_skt1 IAT=  2.29  dep= 436384 Util= 0.091, 0.091 RT=  3.3 ql= 1.43 on_t=      13

ds_skt0 IAT=   432  dep=   2309 Util= 0.001, 0.001 RT=  5.0 ql= 0.01 on_t=     5.2

ds_skt1 IAT=   428  dep=   2334 Util= 0.001, 0.001 RT=  5.0 ql= 0.01 on_t=     5.2

qlink_f IAT=  1.55  dep= 642710 Util= 0.854, 0.854 RT= 14.3 ql= 9.20 on_t=       9

mem_ch0 IAT=  3.62  dep= 275939 Util= 0.691, 0.691 RT= 18.3 ql= 5.05 on_t=      76

mem_pd0 IAT=  3.62  dep= 275943 Util= 0.282, 0.277 RT= 42.7 ql=11.80 on_t=   6e+05

mem_ch1 IAT=  4.56  dep= 218788 Util= 0.548, 0.548 RT= 11.7 ql= 2.56 on_t=      31

mem_pd1 IAT=  4.56  dep= 218787 Util= 0.229, 0.217 RT= 41.0 ql= 8.98 on_t= 4.9e+04

qlink_b IAT=  1.55  dep= 642715 Util= 0.694, 0.694 RT=  5.6 ql= 3.60 on_t=     3.7
CC_skt0 IAT=  2.20  dep= 454654 Util= 0.095, 0.095 RT=  2.7 ql= 1.24 on_t=      13

CC_skt1 IAT=  2.29  dep= 436384 Util= 0.091, 0.091 RT=  3.3 ql= 1.43 on_t=      13

Following the stations stats, there are per socket stats, which summarize some key parameters for each socket. 
The line “Overall skt0” (or skt1) lists the average memory read and write latencies in ns, average power control latency in ns, full power of the socket – including link and DIMMS -- in watts (i.e., power w/o any power control), and corresponding socket power with power control. 
The line “Overall MC0” (or MC1) lists the overall parameters for the memory controller (i.e., excluding the links). The line includes average inter-arrival time from the socket of any type of transactions, throughput (defined as number completed non-snoop transactions per unit time), full power of the MC in watts (including all DIMMS) w/o any power control, and corresponding MC power with power control. 
These numbers basically represent the “bottom line” from the simulations. An example is given below:
OverallSkt0:read_lat= 48.6, write_lat= 54.1, ppr_lat= 7.68, full_pwr=23.29, avg_pwr=21.79

Overall MC0: IAT=   2.20, tput= 0.2551, ppr_lat= 7.68, full_pwr=16.48, avg_pwr=16.22

Skt0 (blocked, released) trans percentage due to

  Limited ILP=(35.27,35.27), Link credits=( 1.02, 1.02), Elect thrtle=( 0.15, 0.15)

  Channel buffer=( 0.51, 0.51), Mem refresh=( 0.21, 0.21)
A very important statistics follows these, and refers to the percentage of transactions that experienced blocking due to each one of the following 5 reasons:

· Blocking due to limited transaction buffer (or the instruction level parallelism limitation). A more latency sensitive workload will be configured with a smaller transaction buffer and thus will see higher blocking there.

· Blocking due to limited link credits (limited “trackers” in case of QPI). This blocking could become significant for UMA models (remote socket memory access probability of 50%) even with the double width QPI that we are modeling.

· Blocking due to electrical throttling of memory ranks.  Electrical throttling could become an issue for highly bursty traffic or at high memory bandwidths.
· Blocking due to limited channel read and write buffers. Most workload show blocking in the read buffer only – write buffer usually don’t fill up much.

· Blocking due to memory refreshes. A memory refresh of a rank essentially blocks transactions on its banks for the entire duration of the refresh. It can become significant at high memory bandwidths.

For each blocking type, two numbers are given: % transactions blocked, and % transactions released. If the program is working correctly, every blocked transaction should eventually be released and so the two fractions should be identical. So, the released number is just for sanity check.

The final statistics is about channel buffer overflows. This is a result of a somewhat kludgy implementation of channel blocking. Ideally, there shouldn’t be any buffer overflows. Buffer overflows occur because the channel buffers are checked when the transaction departs the cache controller to go the local or remote memory controller. This was done primarily to avoid potential deadlocks and simplicity. The problem with this “advance checking” is that you might think that a buffer is available and when you actually get to the memory controller, the buffer is no longer available.  The program uses a new buffer slot anyway in this case but declares a buffer overflow. If you see a very high number of buffer overflows, please let me know.
5.4 SRDC Statistics

SRDC statistics are produced only if SRDC is enabled and the run time is long enough to so that dwell control runs over more than “warmup_windows”. Generally, one needs at least 100 dwell windows to get reliable results. The results are shown below. For each socket, the transactional statistics is reported over (a) dwell periods (“unprobed transactions” below),  (b) probing periods (“probed transactions” below), and (c) all periods (“Overall transactions” below). Dwell-time statistics and observed throughput degradation are also reported. The throughput degradation must be close to the target value – if not, it is probably because the simulation was not run long enough. Another sign of inadequate simulation length is significant difference in the statistics of the two sockets (as shown in the example below). In this case, the target throughput degradation was 1.0%. The fact that both sockets exceed this value should not be alarming. Initially, the dwell-time starts out with a moderately large value which could lead to substantial degradation initially. If the simulation doesn’t run long enough, these initial effects would not get time to be washed out.
Skt 0 dwell stats over 51 dwell windows

  Probed trans/dwell_cycle: mean= 661.1, std= 687.7, tput/ns =0.0403

  Unprobed trans/dwell_cycle: mean=40697.7, std=42310.3, tput/ns =0.0388

  Overall trans/dwell_cycle: mean=41358.8, std=67350.7, tput/ns =0.0388

  Dwell Time: mean=   4.9 ns, std=   5.1 ns, tput degradation=0.0138

  Active ranks: current  2, avg  1.99, 

Skt 1 dwell stats over 51 dwell windows

  Probed trans/dwell_cycle: mean= 685.8, std= 686.7, tput/ns =0.0418

  Unprobed trans/dwell_cycle: mean=42553.9, std=42571.3, tput/ns =0.0406

  Overall trans/dwell_cycle: mean=43239.7, std=69214.8, tput/ns =0.0406

  Dwell Time: mean=   5.1 ns, std=   5.1 ns, tput degradation=0.0106

  Active ranks: current  2, avg  2.09,

6. Program Files
6.1 Header Files

Rsrc_parms.h: 
This file defines all user settable parameters, including both compile time and run-time parameters. The most relevant ones described in sections 3.3 and 3.4 above, but there are many others too. This file also repurposes the program to support one of the following 3 link types as chosen by a define statement
· QPI: The link behaves like a QPI link between 2 sockets

· FBD: The link behaves like a FBD link connecting a CPU “socket” to a memory “socket”

· PCIE: The link behaves like a socket with PCIE link to the other socket which acts like an IO-hub.

The emulation of QPI link is rather precise; others are mere approximations. In particular, none of the peculiarities of PCIE or FBD links are directly implemented.


After changing any compile time parameters, you need to remake the simulator. As stated earlier, for debugging purposes, it may be useful to scale down parameters to get a model with small number of resources.

As indicated elsewhere, there are multiple versions of this file that can be employed by the shell script lmpwr.sh. Except for the debug version, other versions are best kept up to date by simply copying rsrc_parms.h to them and then updating the relevant parameters.
Misc.h:


This file defines most of the important constants, enumerations, data structures, and extern declarations for most common procedures. Some of the more important enumerations and structures are described in section 6.3. 
Main.h: Defines instances of data structures and string names of enumerations in misc.h. If you modify any enumerations, be sure to make corresponding change in the string versions of the enumerations in main.h.  The shell script “lmpwr.sh” also creates a temporary file “_Main.h” that includes the correct version of rsrc_parms.h and main.h. It is the one actually included in all code files.
6.2 Code Files

Main.cpp: Main program. Reads command line and input file, initializes everything, handles multiple lines in input file and invokes the main simulation loop in queuing.cpp for each iteration of simulation.
Address.cpp: Handles addressing of stations, resources and memory locations. Basically has self-contained conversion routines of various sorts, e.g., convert from resource-id to queue-id and back, decompose address into socket, channel, dimm, rank, bank and bank address, etc.
Queuing.cpp: Implements queuing at all stations and contains the main simulation loop for handling all events during a single simulation run. Also generates detailed statistics for resources and stations.
Blocking.cpp: Handles blocking and resumption of servers. The blocking reasons include (a) lack of transaction buffer to initiate a new transaction, (b) lack of space in the link buffer, (c) electrical throttling related blocking for a memory rank (i.e., no more than 4 transactions during 24 ns), (d) blocking of transactions arriving at a rank that is being refreshed, and (e) blocking of transactions during exit from low power mode. Note that by definition, there is no transaction to block during the low power period itself – an arrival initiates exit and blocking until the exit is complete.
Pwr_cntrl.cpp: Implements power control of links and memory ranks. All algorithms discussed in this document are implemented here plus selection between power states, statistics updating, link width control, accounting for Intel/AMD register mode, etc.
Rank_mgmt.cpp: Implements dwell control and other things related to SRDC. Includes procedures for rank activation/deactivation, starvation, dwell & probe window control, etc.
Event_pkg.cpp: Implements event management. This is the core of the simulator and pretty generic. It implements event list with one entry for every server of every station (both regular & special stations). Provides procedures to create/initialize event list, schedule/retrieve events, block/unblock events, etc. In addition, it also provides procedures for managing transaction lists, i.e., the list of queued up transactions at a station. 
Generate_rv.cpp: Generates random numbers with a variety of distributions. Provides a unified high level data structure to work with distributions. Also supports creation of empirical distributions in the unified format. Zipf distributions are converted to empirical for efficient random number generation. 
6.3 Enumerations and Data Structures

The enumeration RET_STATUS describes the return status during a simulation. It has two types of status: (1) internal, i.e., those used for housekeeping before the simulation terminates, and (2) externally visible, i.e., those that indicate how a simulation run ended. The external status values are discussed in section 3.1, and only mentioned briefly here.
· L3_error_s.. L1_error_s: Error return from simulation
· Normal_s: Things are going normally (this is the default value)

· Blocked_s: Transaction/server was blocked.

· Posted_s: A memory write was successfully posted (not finished yet).

· Finished_s: A transaction finished correctly.

· Run_done_s: Normal simulation end (including running out of entries in trace file)

· Input_done_s: Normal simulation end due to end of input file

The enumeration TRANS_TYPE describes transaction or packet types. The valid values are:

· Mem_read: Memory reads (local or remote)

· Mem_write: Memory writes (local or remote)

· R_hitm: Remove HITM, i.e., transaction goes over the link to the other socket and the modified data is returned by the cache controller (instead of the memory).

· R_snoop: Remote snoop. The name is a bit misleading. This transaction type includes (a) remote snoops that return a miss or HITS response (but not HITM, since HITM is covered by r_hitm), and (b) Invalidations in the remote cache.
· Special: A special packet type used to manage timers or various sorts. Special packets don’t queue up.

The enumeration REMOTE describes the origin and destination socket of a transaction (or packet). The valid types are {skt0_lcl, skt1_lcl, skt0to1, skt1to0} and should be self-explanatory. The transactions go through various “stations” in the model, which are defined by the enumeration “QID”. There are basically two types of stations in the model:

· Regular or queuing stations: These are stations in the usual sense of the term and provide service to packets. Regular stations are discussed in section 2.1 and include cc_skt0/1, ds_skt0/1, mem_pd0/1, mem_ch0/1, qlink_f, qlink_b, CC_skt0/1, and arr_q. These are visited by regular packets which represent memory/link transactions.

· Special or timer stations: These are per-resource timers that are scheduled at appropriate times. They are like regular stations in terms of scheduling, but do not serve any customers. These stations are visited only by special (or timer) packets.

The order of entries in the enumeration QID is as follows (and must be maintained that way in case of any extensions): first all queuing stations, then per-resource timers, and finally the global timers. The regular station “arr_q” must be the last queuing station in the enumeration and stands for arrival queue. It is a bit unique in that it is used to schedule arrival of next packet, rather than the service of a packet. Other queuing stations are explained in section 2.1. The per-resource timer stations are as follows:
· Dec_width: Timer to track completion of link width decrease (i.e., low power entry time of idled lanes).

· Inc_width: Timer to track completion of link width increase (i.e., low power exit time of activated lanes).

· Runway1: Runway to go into low power mode during phase 1 (applies to all power control algorithms)

· Lowpwr1: Duration of low power mode during phase 1 (includes entry & exit times as well). Applies to all power control algorithms.

· Runway2: Runway to go into low power mode during phase 2 (applies to ESA algorithms only)

· Lowpwr2: Duration of low power mode during phase 2 (includes entry & exit times as well). Applies to ESA algorithms only.

· Lowpwr3: Duration of L1/CKE-slow power mode after promotion from L0s/CKE-fast modes. Applies to all algorithms. This duration is always set to infinity, but then broken by traffic arrival.

· Et_timer: Duration of electrical throttling timer for memory ranks and links (Yes, for uniformity, electrical throttling applies to links as well, but we normally set its parameters such that it doesn’t really go into effect).

· Dwell_timer: Dwell timer for a rank for SRDC.

· Starvation_timer: Starvation timer for the first request coming to an empty rank or link.

· Dwell_pretimer: Timer to indicate when the next rank needs to be brought out of CKE in case of SRDC. This timer is dwell_timer minus the lookahead clocks.

· Refresh_timer: Duration of memory refresh for a rank. The start of refresh is chosen flexibly and is not driven by a timer.

The global timers are as follows:

· Start_probing_timer: Timer to indicate beginning of probing period for SRDC (per socket)
· End_probing_timer: Timer to indicate end of probing period (and start of dwell period) for SRDC (per socket).
· Debug_timer: Timer to start and end of debug period (where –Dx parameters take effect). 

The structure STATION describes regular stations (not special stations) and has the following components. 
· N_subq: Number of subq’s in the station. For DRAM station (mem_pd0/1), a subq is a memory rank, for memory channel station (mem_ch0/1), a subq is a memory channel, for cache controller, there is a per HW-thread subq. For links, there is only one subq.

· Stn_list: For each subq in the station, a list header for queued up packets in this subq.

· Service_time: Service time on a per-transaction type basis 

· Stn_curr_qlen: Current queue length (waiting + in-service) at the station (for all transaction types).

· Stn_tt_cum_rtime: Cumulative response time at the station on a per-transaction type basis (used for statistics gathering).

· Stn_cum_stime: Cumulative service time at the station for all transaction types (used for statistics gathering).

· Stn_tt_departures: Total number of departures from the station for each transaction type (used for statistics gathering).

· Stn_on_periods: Total number of busy (or “on”) periods of this station.

The packets that visit various stations are described by the structure REQ_PKT and it has the following fields:

· Trans_type: Transaction type of enumerated type TRANS_TYPE.

· Remote: Indicates the origin and destination socket of the transaction.

· Next/prev_pktptr: Next and previous packets in the list of queued up packets at a subq.
· Starting_time: Time when a regular packet originated (or started) at the cache controller.

· Arrival_time: Arrival time at a regular station.

· Service_time: Service time at the station where pkt is currently residing.

· Mem_arr_time: Time when the packet arrived in the memory subsystem. This is required since the memory subsystem consists of two stations (mem_pd and mem_ch).

· Trans_id: Unique transaction id. As described elsewhere, trans_id is positive for regular packet and negative for special packets.

· Bank_address: For regular packets, it is the memory address within a bank; for special packets it is a dynamic field used to remember whatever is necessary.
· Thread_id: For regular packets, it is the thread_id, and for special packets it is the id of the relevant resource.

· Rank_no: For regular packets, it is rank number, and for special packets it is the station (or timer) name.

· Bank_no: For regular packets, it is the bank number, and for special packets it is current power state of the resource (the resource id is available in the “thread_id” field in this case).

The enumeration PWR_STATE describes the power state of each resource and has the following components. The order of states in this enumeration is critical and should not be changed.

· Idle_L0s: The first (highest power) low power state. Even though L0s normally refers to links only, we use it for all resources. In case of memory ranks, idle_L0s refers to fast-CKE state.

· Idle_L1: The second low power state. For memory ranks, this refers to slow-CKE state. NOTE: If you wanted to have a third low power state (e.g., idle_L2), it should go after idle_L1).
· Idle_L0: Idle but operational state

· Active_L0: Busy serving a customer.

The structure RESOURCE describes power controlled resources. Several fields in RESOURCE structure are really only relevant for memory ranks, but are also defined for forward/backward link, just for uniformity. Among the resources, only the link resources (“rlink_f” and “rlink_b”) have names; the resources corresponding to memory ranks don’t. The total number of resources in the model is given by “lastr”.  The RESOURCE structure has a large number of fields, most of which should be obvious from the description in misc.h. Only a few are described below:
· Pwr_state: Current power state of the resource as described by the enumeration PWR_STATE.

· Last_pwr_state: Low power state when we last went into low power mode. Required for ODT overhead.

· Alg_type: Power control algorithm as defined by the enumeration ALG_TYPE (described in section 4.1).
· Last_idle_time: Last time the resource went idle. In spite of its name, the same variable is used to also record the last time the resource went busy, except that the time of resource going busy is recorded with a negative sign. So, this variable will alternate between a positive and negative value.


Data regarding each server of a station is kept in the structure SCH_PKT. For example, in case of mem_pd0 or mem_pd1 stations, there is one entry for every bank of every rank. For per-resource timer stations, there is, of course, one entry per rid (resource-id). The fields in this structure are as follows:
· Sch_time: Scheduling time for the currently scheduled server 

· Blocking_time: Time when the server was last blocked, if any. NOTE: In our model, a server, rather than a packet is blocked. That is, if a packet arrives to a blocked server, it does not start service until the server is unblocked. 
· Dep_time: Departure (or completion) time of the currently scheduled server
· Intrpt_time: Time when this server is supposed to be interrupted (e.g., interruption of a low power period due to traffic arrival).
· Next_blocket: Pointer to next server of the station that is currently blocked.

· Prev_blocket: Pointer to previous server of the station that is currently blocked. (Next and prev define a doubly link list of blocked servers). 

· First_blocked: Pointer to the first blocked server (head of the list).

· Last_blocked: Pointer to the last blocked server (tail of the list).

· Ev_status: Status of the server: enabled (busy serving), blocked due to various reasons, cancelled (available), etc.

· Pkt_ptr: Pointer to the packet that is currently scheduled. NOTE: At most one packet can be scheduled at a server irrespective of whether it is available or blocked.

The event status referred to above is defined by the enumeration EV_STATUS with the following entries:

· Native_int: Native interrupt, i.e., arrival of traffic on a power controlled resource while the resource in low power mode.

· Remote_int: Remote interrupt – interruption of low-power state by traffic arrival on another resource. This is used for implementing directional coupling for links, i.e., traffic arrival in one direction cause low power exit of the other direction.
· Enabled: Server serving a request (i.e., is unblocked and has a request scheduled).
· L_blocked: Server blocked due to lack of link buffer space but has a request scheduled. 

· Et_blocked: Server blocked due to electrical throttling but has a request scheduled. 

· C_blocked: Server blocked due to lack of memory channel buffer but has a request scheduled. 

· R_blocked: Server blocked due to ongoing DRAM rank refresh but has a request scheduled. 

· P_blocked: Server blocked due to power control but has a request scheduled. Since the arrival of traffic during low-power mode will immediately force an exit from low-power state, p_blocked condition holds only during exit, not for the entire low-power period.

· L_cancelled: Server blocked due to lack of link buffer space and has no request scheduled. 

· Et_cancelled: Server blocked due to electrical throttling and has no request scheduled. 

· C_cancelled: Server blocked due to lack of memory channel buffer and has no request scheduled. 

· R_cancelled: Server blocked due to ongoing DRAM rank refresh and has no request scheduled. 

· P_cancelled: Server blocked due to power control and has no request scheduled. 

Finally, an important structure defined is DIST_STR which describes an arbitrary probability distribution function, including empirical distributions. Other than the name and size, this structure includes an array of distributional parameters with the following interpretation:  

· Parm 1: offset. It is convenient to interpret this as the minimum value for Uniform, Triangle, Empirical and Zipf distributions.

· Parm 2: Maximum value. Except for Empirical, this does not alter the distribution, i.e., we do NOT consider truncated distribution function. Instead, if the generated value exceeds max value, max value is returned.

· Parm 3: Usually the mean, including the offset value (parm1), with following exceptions:

· Empirical: Spacing between discrete points, not mean!

· Triangle: It is the mode, not mean!

· Zipf/Pareto: Intended to be the mean, but is ignored! Instead, the alpha (decay parm) is used to compute the mean!

· Parm 4: Usually standard deviation or unused (e.g., for exponential).  For Zipf/Pareto distribution, it is the alpha (or decay parameter) value.

For empirical distributions, an element of this structure (valptr) points to an array that holds the empirical values. If an empirical distribution is directly specified by the user, the user will typically give the probability mass function; however, what goes into “valptr” array is the cumulative distribution function which is created internally by the program. For some distributions (e.g., Zipf), the program actually converts the Zipf function to an empirical distribution by attaching a new valptr array.

7. Issues 

1. If starvation timer goes off for a rank that is being refreshed, it is simply ignored. This issue is only relevant for SRDC.

2. For efficiency, the electrical throttling is not enforced on every memory transaction; instead, we just ensure that no more than X transactions are issued in successive time windows of size Y (where X & Y are properly chosen). The window is reset each time the memory rank goes empty.

3. The program can support at most 32 threads. This limitation is difficult to overcome since the random number library (“ranlib”) supports only 32 independent random number streams. (No, it’s not just a matter of changing a constant in ranlib; the limitation has to do with how 32 different streams are generated).
4. Currently there seems to be a problem with SRDC with high dwell time and default channel buffer depths. In this situation, the transactions may get stuck at the cache controller because of lack of channel buffer space. Somehow (which I haven’t figured out), this leads to imbalance between the two sockets and the imbalance grows with the length of simulation. Invariably, socket 0 is favored even though all scheduling decisions specifically take care to avoid any inadvertent prioritization.
5. There is a bit of cheating in implementation of write posting. Writes are considered posted as soon as they are placed in the buffer and the transaction is removed from the transaction buffer. In reality, the removal from transaction buffer cannot happen until the post event gets back to the cache controller.
D
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