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1. INTRODUCTION
The proliferation of Internet services has led to the rise of large scale datacenters and
server farms that host these services. These datacenters may be operated by a single
enterprise and cater only to the compute and storage needs of the enterprise or may
be operated by large scale cloud service providers that rent their compute and storage
resources to other Internet services and application providers on a pay per use basis.
In addition to computing needs, the data generated continues to grow at a higher and
higher rate as technology pervades all aspects of human lives. Coupled with increase
in data volume there is increasing interest in mining this data, often in an online or
real-time manner, which requires the data to be maintained on primary storage media
such as disks. Consequently, the computing and data storage equipment in these dat-
acenters consume increasing amounts of power in spite of improving energy efficiency
of the basic technologies.

A typical characteristic of data centers is overprovisioning of almost all the resources
so that it is possible to seamlessly handle major load fluctuations that are common be-
cause of uncertain client demand. Consequently, the average utilization of data center
resources is quite low. Furthermore, even during periods of high utilization, typically
only one resource (CPU, memory, disk or network) is stressed, while others remain at
nominal levels. Yet the provisioning assumes that all resources will be stressed simul-
taneously, which is rare. Effective power management becomes essential to deal with
such overprovisioning, and can be quite complex especially for storage. The net result
is a significant waste of electricity. In particular, electricity costs contribute to more
than 31% [Sharma et al. 2011] of the overall datacenter costs.

In addition to increasing operational power costs, the data centers have an increas-
ing environmental impact both due to the power consumed in the operations and the
need for enormous physical infrastructure including cooling, chiller plant, power dis-
tribution, racks, servers, etc. For example, larger infrastructure translates into bigger
carbon footprint, more water consumption (for cooling), and perhaps bigger use of toxic
materials. Installation of alarmingly increasing number of datacenters also raise en-
vironmental and sustainability concerns. While intelligent power management can re-
duce the operational energy and the corresponding carbon footprint, it does not truly
address the environmental impact issue. One direction in reducing the carbon foot-
print is the use of renewable energy in data centers, which is already beginning to
be used on a commercial scale. Major Information Technology (IT) players like Google
and Apple are already running datacenters that use renewable energy sources as much

1Work done as part of the Center for Research in Intelligent Storage (CRIS) at University of Minnesota

ACM Transactions on Storage, Vol. V, No. N, Article A, Publication date: January YYYY.



A:2 M. Murugan et al.

as possible. The second direction that we have explored in our previous work [] is to
stop the practice of significant overprovisioning of resources and instead manage the
impact of occasional capacity shortage intelligently. Less conservative provisioning re-
duces carbon footprint both in terms of less use of materials and also more efficient
use. With much of the power infrastructure from data center level down to individual
power supplies and voltage regulators, it turns out that operating them closer to their
capacity is lot more efficient than operating them at low utilization.

Both approaches mentioned above require adaptation of datacenter infrastructure
and services to cope with dynamic short fall in either the available energy or the ability
to use it due to less conservative provisioning of the power and/or cooling infrastruc-
ture. Renewable energy sources have short and long periods of energy defciency in
their generated power profiles. Under energy deficient scenarios, graceful and deter-
ministic performance degradation of services needs to be done. An alternative to per-
formance degradation is to increase the proportion of power drawn from conventional
grids (we call this brown energy), if available. On the other hand, when the green
energy available is plentiful, the brown energy consumption can be totally eliminated.

Looking at the datacenter operations from a larger perspective of sustainability con-
cerns and the adaptation techniques, in our recent works we have introduced and
investigated a new paradigm called Energy Adaptive Computing (EAC) [ K. Kant, M.
Murugan and D. H. C. Du 2012; Kant et al. 2011; M.Murugan et al. 2012]. The main
premise of EAC is to provide smarter control in datacenters to facilitate leaner de-
signs and adapt to variations in available or consumable power. Even under energy
plenty situations certain devices may not be able to operate at full capacity due to
thermal limitations–for instance inefficient cooling in some parts of the datacenter.
EAC attempts to account for thermal and energy limitations and adapts to supply and
demand side variations simultaneously.

In this paper, we present an energy adaptive storage framework called flexStore, as
part of our broader objective of making the datacenter infrastructure more robust to
variations in renewable energy availability while catering to the storage QoS require-
ments. The main theme of this paper is to present and validate ideas on building a
flexible storage system which allows configuring required QoS parameters and adapt
the storage infrastructure to satisfy the QoS requirements and energy constraints.
Our design of flexStore can be considered as an instance of software defined storage
and includes a Policy Engine module that acts as the “software defining” part of the
storage system. In this paper, we have designed the Policy Engine as a module that
provides interfaces to define latency/bandwidth requirements for the individual ap-
plications (VMs). The Policy Engine also monitors the available energy and enforces
power-performance trade-offs. The novelty of the proposed storage framework lies in
the seamless integration of three important storage concepts–(i) scale-out storage with
energy and performance adaptive replication that can adaptively degrade the perfor-
mance in the presence of power constraints (ii) software-defined storage which helps
define and enforce QoS and energy policies and (iii) deduplication of primary storage
disks of virtual machines and the design and implementation of required storage in-
terfaces.

The contributions of this paper can be summarized as follows. First, we introduce
the design and implementation of a novel storage framework called flexStore which
dynamically adapts to the power availability/consumption constraints in a datacen-
ter and performs deduplication in a primary storage setting. The proposed framework
achieves the required flexibility for adaptations by decoupling the management of data
blocks (control plane) and the actual storage of data blocks (data plane). Second, we
introduce a Policy Engine that acts as the software management layer that is dis-
tributed and enforces policies necessary for guaranteeing the required performance
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for applications and also to adapt to the dynamic power constraints. With the help
of the Policy Engine, flexStore is able to provide software defined energy adaptation
for the storage system. Third, we demonstrate how the framework can enable group-
ing of the VMs into multiple clusters to provide differentiated storage to the different
groups by adaptively controlling different factors in the system. Finally, we evaluate
the proposed storage framework on an Amazon EC2 cluster with deduplicated virtual
machine disks.

The rest of the paper is organized as follows. Section 2 describes the related work.
Section 3 details the design philosophy and the various components of flexStore. Sec-
tion 5 explains the clustering of different groups of VMs for better balance between
management and energy adaptation flexStore. Section 6 discusses our experimental
results that demonstrate the features of flexStore and Section 7 concludes the paper.

2. RELATED WORK
Narayanan et al. [Narayanan et al. 2008], propose a write offloading technique that
redirects write requests made to spun down disks to another storage device temporar-
ily and then the blocks are written to the original disk later. They show 60% reduc-
tion in energy by these techniques with negligible impact on read/write performance.
Colarelli et al. [Colarelli and Grunwald 2002] propose a system called Massive Ar-
ray of Idle Disks (MAID) to replace traditional high performance RAIDs and achieve
the same level of performance with a much smaller power budget. The system con-
sists of a few cache disks to hold much of the “hot” data and the non–cache disks can
remain spun down. Pinheiro et al. [Pinheiro and Bianchini 2004] propose a similar
technique called Popular Data Concentration (PDC) that migrates “hot” data to a few
active disks. This is different from the MAID technique, where the accessed data is
copied (duplicated) to a subset of (cache) disks. Amur et al. [Amur et al. 2010] propose
a distributed file system that optimizes its data layout across multiple nodes to achieve
power proportional storage. The number of nodes serving the workloads is proportional
to the demand. Many distributed storage systems, (e.g., Cassandra [Apache Cassan-
dra 2015]), etc. have been developed that can store large amounts of data and provide
high throughput access to stored data. These systems use replication to provide fault
tolerance and for load balancing. Power proportionality is not factored into the repli-
cation schemes. Recently there has been efforts in the industry on Software Defined
Storage [Software-defined Storage (EMC) 2013]. Thereska et al. [Thereska et al. 2013]
propose a Software Defined Control via queuing abstractions and the control plane
enforces policies by controlling the queues.

Unlike the aforementioned power management techniques, which have fixed energy
policies, flexStore is more flexible and dynamically adapts to the energy variations
while guaranteeing the required (configurable) performance. Also, unlike power pro-
portional storage techniques that control number of replicas depending on the work-
load requirements, flexStore adapts to the intermittent constraints in the power supply
while considering workload requirements.

3. ENERGY ADAPTIVE STORAGE
3.1. Storage System Structure
Storage systems play a critical role in these large scale datacenters. In enterprise en-
vironments, typically the storage system is a network of storage devices, intercon-
nected by a dedicated Storage Area Network (SAN) (e.g. Fiber Channel) or Network
Attached Storage connected by 10 Gbps or 40 Gbps Ethernet. Many scale-out storage
architectures such as Cassandra [Apache Cassandra 2015], Flat Datacenter Storage
or FDS [Nightingale et al. 2012] have been introduced that provide scalable storage
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that is accessible from all nodes in the datacenter. These storage systems are gener-
ally built from cheap, commodity servers and data is stored in local disks attached to
these servers. Some of these scale-out storage systems provide an object interface for
accesses (e.g., [Nightingale et al. 2012]) and data is stored as fixed or variable sized
objects (or blobs) and each object has a unique identifier. Besides object storage sys-
tems, scale-out file servers such as Isilon [ISILON 2015] and scale-out block storage
systems such as HP’s StoreVirtual [HP StoreVirtual 2015] are also used to provide a
unified, scalable storage system for the entire datacenter. Performance (e.g., latency,
bandwidth) and reliability (e.g., failure of nodes) are two factors that play an important
role in the design of scale-out storage systems. In order to provide resilience against
node failures or to get better load balancing and hence performance, the data blocks
are replicated across multiple nodes. However replicating the data blocks consumes
additional resources and this increases the Total Cost of Ownership (TCO) of the dat-
acenter. Alternative mechanisms for replication, e.g., network RAID [HP StoreVirtual
2015] are expensive in terms of resources consumed and might impact performance
under high loads. Besides performance and reliability, power consumption is an impor-
tant concern in the design of datacenter storage infrastructure. It has been observed
that storage systems account for up to 40% of the total power consumption in datacen-
ters [Li et al. 2012].

Fig. 1. Functional architecture of proposed software defined storage system

With the data storage needs (and hence the power consumption of ICT) growing
more rapidly than ever before, a new perspective on storage is required. The traditional
block and file interfaces that current day storage systems provide are inadequate. New
interfaces and abstractions need to be defined and developed in order to cater to the
storage demands of datacenter applications. A large data center may host a diverse
set of applications with different service level agreements (SLA’s), QoS requirements,
and data access characteristics. The storage system should be able to cater to the stor-
age needs of these applications and deliver the desired performance and availability.
For instance, the storage system should be able to guarantee lower latency to a high
priority application that serves real time queries as compared to a lower priority ap-
plication running in the background, even if the former has less favorable data access
characteristics than the latter (e.g., random vs. sequential data access pattern). The
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software layer controlling the storage resources is often expected to provide program-
matic interfaces to define quality of service (QoS) requirements of applications and
enforce the policies by dynamically adjusting the provisioning of storage resources to
the applications.

Following software define networking (SDN), the term software defined storage
(SDS) [Software-defined Storage (EMC) 2013] is used to separate the control plane
(i.e., entities which decide where data is written to and read from) from the data plane
(i.e., storage devices where the data is actually written to and read from). This allows
the control plane to be logically centralized and thus provides the required flexibil-
ity in data management. However, the precise meaning of SDS is not quite as clear
as SDN. One view is to define logically central mechanisms to facilitate allocation of
storage resources in a datacenter programmatically and provide abstracted access to
the storage resources across multiple, heterogeneous applications. Our system, called
flexStore is an instance of Software Defined Storage (SDS). Figure 1 shows the various
components of the control and data plane in flexStore.

Fig. 2. Design Tradeoffs in flexStore

3.1.1. Power vs. Performance. Replication has traditionally been used in storage sys-
tems to provide improved resilience and load balancing (e.g. [Apache Cassandra 2015]).
The IO requests are shared across the replicas and the increased storage resources
(e.g., spindles, caches etc.) of the replica nodes provide better performance but at the
cost of increased power consumption. A balance needs to be struck between the num-
ber of replicas (i.e., the power consumed) and the achieved performance improvement.
flexStore controls the power consumed by the storage system by dynamically adjust-
ing the number of replicas. The replicas need to be synchronized periodically to be
made consistent so that it is possible to load balance across them and also provide re-
silience against any replica failures. flexStore employs an adaptive consistency model
for replicas to ensure that the synchronization operations have a negligible impact on
the performance of the foreground IO tasks.

Figure 2 illustrates the power-performance tradeoff. With an increasing number of
replicas (x-axis), the IO latencies (y-axis) decrease as a result of load sharing by multi-
ple replicas. However the power consumed by the replicas (y′-axis) also increases with
an increase in the number of replicas. The number of replicas is bound by the storage
capacity (and perhaps the maximum consumable power) in the datacenter and this
is shown as capacity constraints in Figure 2. The applications (or Virtual Machines)
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running in the datacenter require a certain guaranteed level of performance (e.g., 99th
percentile latency ≤ τ ms). Depending on the load on the storage system, a minimum
number of replicas need to be kept powered on in order to provide the guaranteed
level of QoS to the applications. This is shown as QoS constraints in Figure 2. Finally,
the number of replicas is also dictated by the total available power in the datacenter.
The use of renewable energy sources, entails intermittent constraints in the available
power and hence the number of replicas needs to be dynamically adjusted to conform
to the power constraints. When there is surplus power available, sufficient number of
replicas can be powered on so that the QoS guarantees can be satisfied. However when
there are power constraints, performance is sacrificed briefly (up to a certain point that
the system policies allow) by reducing the number of replicas.

As a specific use case for flexStore we use a virtualized environment where the vir-
tual machine disks are deduplicated and stored in the underlying storage system. The
virtual machines represent applications running in the datacenter. We chose to eval-
uate flexStore with virtual machines and deduplicated virtual disks since the dedupli-
cated chunks are stored as objects and can be addressed by the SHA1 of the chunk
content. Also since virtual machine disks are primary storage disks, providing good
performance is critical. The adaptive replication mechanism in flexStore helps to pro-
vide the necessary performance, despite the additional overhead of deduplication.

3.2. Data Plane
The data plane may consist of heterogeneous storage systems with different types of
storage devices. The storage devices (and hence the storage systems) have different
power-performance characteristics. For instance, a storage system made entirely of
SSDs has a much higher random read performance and consumes much less power
than its counterpart comprising hard disks. Volumes2 are created on the different
storage systems and are assigned to the virtual machines and the VMs then read and
write to these volumes directly. The hosts on which these virtual machines are running
have the necessary device drivers to interact with the different storage systems–either
within the hypervisor or as a separate “adapter”. The job of these device drivers is to
convert the block requests in the hypervisors (originally from the VMs) to requests spe-
cific to the storage systems. The data plane also has counters and monitors to record
the number of read and write requests and the latencies involved. The monitored val-
ues are then communicated back to the policy engine (described next) which uses them
to enforce the policies. The data plane also provides interfaces to adjust the data layout
on the different storage devices, which the control plane uses to enforce policies like
consolidation of data to a fewer disks under energy constraints. We describe the data
plane in flexStore next.

3.2.1. Metadata Management:. Our target environment consists of a number of physical
hosts each running multiple virtual machines. Each VM stores its disk as a file in the
local file system of the host. The metadata manager component of flexStore runs as a
FUSE3 module in each host that does chunking of the VM disk files and maintains
metadata only for the files in the respective host. The FUSE module could be replaced
with a kernel module in the future, for better performance. The metadata manager
performs deduplication on the files stored on the host. The metadata manager imple-
ments the necessary functions to access the stored chunks (objects) from the storage
system and also acts as an “adapter” layer to provide block semantics to the virtual
machines.

2We use the terms volumes (assigned to VMs) and virtual disks interchangeably
3Filesystem in User Space, http://fuse.sourceforge.net/.
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3.2.2. Chunk Storage:. The chunks are stored in the underlying distributed storage
system. Unlike traditional storage systems that unify the storage in terms of logical
volumes (LUNs) (block storage) or NAS volumes (file storage), flexStore unifies the
storage at the granularity of replicas. The storage system is a distributed object storage
in which the objects are identified by the SHA1 hashes of their contents. The storage
system maintains multiple replicas of the chunks. A virtual machine is assigned to
one replica and writes to and reads from that replica. Each replica may be spread over
multiple storage nodes depending on the dataset size and has all the chunks needed by
the deduplicated disks of all VMs it supports. At any point in time, a virtual machine
writes to only one replica. Fault tolerance is achieved by having a fixed number of
replicas, which contain all the chunks for all the VM disk images, powered on at all
times.

3.3. Control Plane
The programmatic interfaces in the control plane enable enforcement of policies by
placing the data in the appropriate storage devices and managing the data layout. The
control plane is responsible for creating volumes on the storage systems and allocating
the created volumes to the virtual machines. The volumes are created on the appro-
priate storage systems based on the defined policies. For instance a simple priority
based storage allocation policy might dictate that a high priority VM should store all
its data on SSDs while a low priority VM’s volume is created entirely on hard disks.
The control plane provides interfaces that facilitate doing this. The control plane also
adjusts the replication factor and synchronization operations across the replicas based
on configurable policy parameters.

The policy engine is the component that “software defines” the storage system in
flexStore. The QoS policies and energy policies are defined in the policy engine and are
enforced in the control plane. An example QoS policy could be if the IO latency of a VM
is > t ms allocate more bandwidth for the VM to reduce the queuing delay. Similarly
an example energy policy could be, if available power is < P kW consolidate data onto
a fewer nodes and shut down the rest of the nodes. In this paper we consider the aver-
age IO latencies as a QoS metric for the QoS policies. In future we plan to incorporate
more complex metrics like 99% latency requirements per VM. The policy engine pro-
vides the necessary interfaces to define the storage system policies and to enforce the
adaptation mechanisms. The policy engine also acts as an interface for the metadata
manager module to pass any additional high level information like the I/O load of the
individual VMs, VM user profile information etc. so that the storage system can store
the chunks more intelligently. For instance, the storage system may attempt to store
the chunks belonging to the same VM sequentially in the same order as they were
written, since they are most likely to be read back in the same order. We also envision
the policy engine to play a significant role in the presence of heterogeneous storage
systems. For instance, when the storage system has a mix of Solid State Drives (SSDs)
and hard disks, a replica can be hosted entirely on SSDs or entirely on hard disks or
partly on both. They have different performance and power characteristics–SSDs have
better random read performance than hard disks and consume less power. The policy
engine in flexStore is designed as a distributed, logically centralized module and there
is minimum interference with the regular read and write critical paths. Performance
monitor daemons periodically report the resource usage. The policy engine enforces
the required policies by communicating with the corresponding control plane entities
in two cases (i) to dynamically adjust the allocation of VMs to the different storage sys-
tems to satisfy the performance characteristics of the VMs. (ii) to dynamically adjust
the data layout e.g., consolidation of data into fewer devices, reduction of number of
replicas of the dataset, etc.
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Fig. 3. Proposed Storage Framework

4. ADAPTIVE REPLICATION
Consider a datacenter with N replicas, R1, R2, .. RN . Each VM is assigned to one
replica and the replica serves both reads and writes for the VM. As new chunks are
added to each replica, the replicas keep diverging continuously. It is important to min-
imize the divergence across the replicas for two reasons. First, when adaptations are
done, VMs may be reassigned to any replica. Let us consider a situation where a VM
is reassigned from R2 to R1. If R1 already has all chunks of R2, the reassignment of
the VM will be much faster. Otherwise, either the chunks needed by the VM need to be
copied over from R2 to R1 and only then the VM is reassigned or the VM is reassigned
immediately to R1 but still continues to read the chunks from R2 until all chunks are
copied over to R1. Second, if one replica fails, the chunks required by the VMs are
available in other replicas and hence the storage system can be made more resilient to
failures.

Chunks written after a previous synchronization process are copied over from one
replica to others. The resources in the datacenter need to be shared between the reg-
ular I/O operations of the workloads and the I/O operations caused by the replica syn-
chronization. An available resource in replica r, I(r), has two parts: I1(r) and I2(r)–
that denote respectively the resource amounts used by regular I/O operations and by
replica synchronization operations. Let Ithresh2 (r) be the maximum amount of resources
allocated to synchronization I/O operations. Thus, the actual amount of resources
available for regular I/O operations is given by, By dynamically adjusting the value of
Ithresh2 (r), the consistency level provided by the system can be adjusted. For instance,
if Ithresh2 (r) is large, the system can provide close to synchronous replication at the cost
of I/O performance. On the other hand, if Ithresh2 (r) is small, then no synchronization
will occur during peak I/O demands. Let the network bandwidth, disk bandwidth and
power budget available for synchronization in replica Ri be BW avail.

nw (i), BW avail.
disk (i)

and PBavail.(i) respectively. Let the corresponding bandwidths used for synchroniza-
tion between replica Ri and Rj (i.e., send updates from Ri to Rj and vice versa) be
BWnw(i, j), BWdisk(i, j) and Power(i, j) respectively. To avoid repetition, we generi-
cally denote any available bandwidth (network/disk) by BW avail(i, j) and the band-
width used for synchronization by BW (i, j). Let D(i, j) denote the number of chunks
that need to be synchronized between replica Ri and Rj [note that D(i, j) 6= D(j, i)].
BW (i, j) can be very different from BW (j, i). (e.g., in the case where some VMs are
more write intensive than the others).
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We formulate the problem of optimizing the process of synchronizing the replicas as
follows. Let mi,j be an indicator function such that the chunks are copied from replica
Ri to Rj only if mi,j = 1.
The objective function is,

minimize

i=N,j=N∑
i=1,j=1

D (i, j) ∗mc
i,j

∀i, j ∈ {1, 2, ..N},
mi,j = 1 or 0

(1)

where mc
i,j , is the complement of mi,j ,

subject to the constraints,

BWnw(i) =

j=N∑
j=1

mc
i,jBWnw(i, j) +

j=N∑
j=1

mc
j,iBWnw(j, i) ≤ BW avail.

nw (i) , i = 1, 2, 3...N (2)

BWdisk(i) =

j=N∑
j=1

mc
i,jBWdisk(i, j) +

j=N∑
j=1

mc
j,iBWdisk(j, i) ≤ BW avail.

disk (i) , i = 1, 2, 3...N

(3)

BW (i) =

j=N∑
j=1

mi,jBW (i, j) +

j=N∑
j=1

mj,iBW (j, i)

≤ BW avail.(i) , i = 1, 2, 3...N
(4)

Power(i) =

j=N∑
j=1

mi,jPower(i, j) +

j=N∑
j=1

mj,iPower(j, i)

≤ PBavail.(i) , i = 1, 2, 3...N

(5)

where mc
i,j , is the complement of mi,j .

Equation 4 is applicable to disk and network bandwidths. The solution to the above
optimization problem is a matrix [Mi,j ] where the entries are either mi,j =1 or 0. The
above convex optimization problem is an Integer Linear Program (ILP) and the com-
plexity of finding a solution is O (2N ). Since the number of replicas in the storage sys-
tem is very small, (typically N=2 or N=3), we use a simple branch and bound technique
to solve the ILP.

The bandwidth constraints are enforced as follows. The required I/O bandwidth for
synchronization from replica Ri to replica Rj depends on the number of chunks that
need to be synchronized. Let the control period for which the synchronization decisions
are made be Ts. Hence the bandwidth required for the next sync period is given by,

BW reqd(i, j) = [D(i, j) ∗ chunksize]/Ts (6)

Hence the bandwidth used in Equation 4 is given by,

BW (i, j) = min(BW reqd(i, j), BW remaining(i),

BW remaining(j)),
(7)
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whereBW remaining(i) is the amount of available bandwidth at replicaRi at the current
step in the solution to the problem in Equation 1.

Equation 6 and 7 apply to both network and disk I/O bandwidth. We reserve a mini-
mum bandwidth in all nodes for the synchronization process in order to avoid the syn-
chronization process to be prevented for long periods due to starvation of resources. We
also assume that when the synchronization process starts, even the replicas that are
shut down are brought up for a brief period and they receive the updates and then they
are shut down again. Since these replicas are not serving any active reads or writes,
the synchronization can use all the resources available in these replicas. However this
requires additional power and we assume that this power comes from the back up
(brown) power sources.

5. REPLICA CLUSTERING FOR VIRTUAL MACHINES
Given a set of VMs, a larger number of groups implies fewer VM’s per group. In this
case, the VMs within a group can be more homogeneous thereby allowing a finer grain
management of their QoS requirements and more accurate replica control. However,
larger number of groups are storage and energy inefficient. On the other hand, cluster-
ing more number of similar VM’s into one group could potentially increase the dedu-
plication potential of the group of VMs and hence lead to lesser storage space con-
sumption. Thus, we expect a sweet spot with respect to the number of groups. In this
section we consider the problem of determining optimal grouping, starting with an ini-
tial grouping that only caters to policy requirements or other ”hard” constraints that
must be enforced (e.g., security or colocation constraints). We do not specify how this
initial grouping is done since it is likely to be manual or based on simple policies. If
there are no hard constraints, we can assume that each VM forms a group of its own,
and then our algorithm will cluster them into an optimal or near optimal number of
groups.

Let U be the universal set of all the (unique) chunks belonging to all the VMs. Let
us assume that the VMs are grouped together based on their priorities so that each
group of VMs read and write from a unique set of chunks. Each of these set of chunks
is replicated. Let the total number of groups of VMs be N and let the proportion of
the power budget assigned to group i be pi. So if the maximum available power for
the storage system is P , the power consumed by each replica ri in group i is Pri, the
number of replicas NRi that are allowed for group i is

NRi = bP.pi/Pric (8)

(Note that if two groups of VMs use the exact same set of chunks, then they are
considered replicas of each other.)

Let us assume that the initial grouping discussed above results in N groups–G1, G2,
G3 ...GN , where each group could either be a VM by itself or some small cluster of VMs.
Let the sets of unique chunks used by each group of VMs be denoted by C1, C2, C3 ... CN .
It is obvious that Ci ⊆ U , ∀ i=1, 2, 3 .. N . The problem at hand is to combine smaller
N groups into bigger N ′ groups where N ′ ≤ N . When smaller groups are combined,
the redundant chunks across the combining groups are eliminated. The objective is to
maximize the redundancy i.e., reduce the total number of chunks in the system, when
combining the groups. The constraints are that when groups of VMs are combined,
their latency requirements are still satisfied. The latency experienced by each group of
VMs is dependent on the number of replicas serving that group given by Equation 8
which in turn is dictated by the power budget of that group of VMs. The total number
of possible combinations of groups to pick from is given by the Bell numbers [Klazar
2003]. A partition of a set is the set of non-empty, mutually disjoint subsets of the set.
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Fig. 4. Partitions of a set with 3 elements - Bell number B3=5

The N th Bell number gives the number of partitions of a set with N elements. Figure 4
shows the partitions of a set with 3 elements.

Once the combination of groups and the number of replicas per combination is deter-
mined (based on maximum power available), the variations in power can be dealt with
by adjusting the number of replicas in each (larger) group so that the power constraints
are not violated. Whenever there is a change in available power, the groups could be
reclustered based on the number of replicas that can be supported. However, reclus-
tering of VMs frequently might incur a lot of overhead since the chunks belonging to
the merging (or splitting) groups need to be moved around. Hence thr reclustering of
groups needs to be done at a reasonable time granularity.

The goal now is to find an optimal number of groups by merging the existing groups
maximally while not violating the various constraints. We model this problem as a
classical clustering problem. Figure 5 shows a sample cluster. The edge between any
two groups has a weight which is the cost of combining the two groups into one larger
group. Clustering is a very well studied problem in literature [Tan et al. 2005] and
since the required (optimal) number of groups at the end of the run of the algorithm is
not known apriori, the bisecting K-means algorithm seems to be the most appropriate
solution for the clustering problem. We use a modified version of the Bisecting K-means
clustering algorithm to solve the clustering problem presented in Figure 5.

The cost function that we use in the clustering algorithm is given by Equation 9.
When groups are merged, the two main factors that are impacted are the resulting
latency of the combined groups and the deduplication ratio of the chunks of the groups
combined. In Equation 9, the deduplication ratio is included as a negative cost and
the increase in average latency increases the cost. The increase in average latency
is calculated based on the total number of replicas that the combining groups can
use (according to their power budget) and the corrseponding resulting latency (based
on number of replicas vs. latency profiling described in Section 6.1). Each of the two
factors is weighted and the weights are tunable depending on the energy situation. For
instance, when there is an energy deficient scenario, the weight for the latency (Wlat)
factor can be reduced and hence there can be aggressive clustering so more replica
nodes can be turned off.

C1,n =Wlat ×
Increase in avg. latency

Avg. Latency of Group 1 andGroupn

−Wded ×
No. of common chunks inGroups 1 andn

Total number of chunks inGroups 1 andn

(9)
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Fig. 5. Clustering problem for combination of groups

Fig. 6. Replicas of different groups using independent storage nodes vs. sharing the storage nodes

The working of the bisecting K-means algorithm is as follows. Initially each group is
a set of VMs sharing the same set of replicas and the VMs belonging to the same group
might have some common characteristics (e.g. all Ubuntu VM’s, same priority group
etc.). We start with a single large cluster containing all the groups together. Each dat-
apoint in the cluster is a single group, and the cluster is split into two clusters so that
the clustering cost is minimized the cost. Bisecting K-means groups the parent cluster
under consideration into two clusters at any point in time. We repeat this process by
picking a single (the largest) cluster at each iteration and bisecting it into two clusters.
We used the S-space package and modified the source code to implement our custom
version of the K-means algorithm.

ALGORITHM 1: Bisecting K-Means algorithm
Initialize the list of clusters to contain a single cluster with all points
repeat

Remove a cluster from the list
Perform multiple trial bisections of the cluster:
i=0
repeat

Bisect the selected cluster using basic K-Means algorithm
until i < number of trials;
Select the two clusters with minimum cost
Add these two clusters to the list of clusters

until cost ≤ costmax;
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Figure 6 shows the association of logical replicas of each groups. After the Bisection
K-means algorithm runs, multiple groups are combined into a single cluster and de-
pending on the latency requirements of the (single, combined) group, different number
of replica nodes are assigned to each group according to its energy constraints. It is
to be noted that a replica node in turn might have multiple physical nodes depending
on the capacity requirements of the group. We study two different cases on how the
replica nodes are used by the different groups.

Case (a) - Independent replicas for each group: In this case as shown in Figure 6(a),
each group is assigned an independent set of replicas. The storage resources are not
shared across the groups. This makes management of groups a lot easier, however
the storage space required might increase. Here, each group is considered as a
datapoint in the cluster during the run of the clustering algorithm. The cost is
adjusted based on the total number of replicas available to the combining groups
which is in turn dependent on the power budget available to the groups.
Case (b)- Replicas sharing storage resources: In this case the replicas of each of
the groups are considered as ”‘virtual replicas”’ which are then stored on physical
replica nodes. As shown in Figure 6(b), the physical replica nodes are shared by
virtual replicas of multiple groups. The clustering algorithm is run assuming that
the (virtual) replicas of each group are independent–essentially this means each of
the replicas of every group is a datapoint in the cluster. The latency costs are once
again dependent on the number of replicas available for the combined groups (in
this case one per cluster–datapoint). We just assign the cost for two replicas of the
same group as infinity so that they dont end up on the same cluster.

The difference between Case (a) and Case (b) can be viewed as follows–in Case (a) the
cluster consists of a combination of groups and the number of replicas assigned to each
is computed based on the latency cost of having the cluster sharing the replica nodes.
In Case (b), the cluster is a physical replica node consisting of multiple virtual replicas
of different groups. In Case (a) after the clustering algorithm is run and executed
(i.e., the groups are merged), the merged groups become a single large group and the
synchronization of the replicas is done at the level of this large group. However in
Case (b), even though the replicas reside on the same physical node, logically they are
still managed separately–the replica synchronization and metadata management still
remain separate. The deduplicaion cost factor in both cases is still calculated based
on the combined deduplication ratio of the groups that are merged as a result of the
clustering algorithm.

5.1. Estimation of duplicate chunks with Bloom Filter
The deduplication factor in Equation 9 requires an estimate of the duplicate chunks
across multiple groups. Since comparing every chunk hash in every group to compute
the actual value of deduplication factor is impractical in real world scenarios with mil-
lions of chunks, we need an estimate of the number of duplicate chunks across any two
groups. We achieve this by using Bloom filters. A Bloom filter is a hash–coding method
used to represent a large set and is used to support membership queries on the set.
The key difference between Bloom filters and traditional hash based representations
of a set of elements is that the space required for Bloom filters is considerably reduced
at the cost of permitting a small fraction of errors. Each item (key) is hashed using
k different hash functions and the resulting ”‘hash positions”’ are updated to 1. Later
when there is a membership query for a key, if all k hash positions of the key are set
to 1, then a positive membership query is returned. While the false negative probility
is zero, the false positive probability is a tunable parameter.

ACM Transactions on Storage, Vol. V, No. N, Article A, Publication date: January YYYY.



A:14 M. Murugan et al.

We maintain a Bloom filter per group and the cardinality of the intersection set of
any two groups can be computed by simply computing a bitwise AND of the two Bloom
filters. The main issue is that of accuracy, which is related to the size of the Bloom
Filter and hence its memory overhead.

Our current implementation of Bloom filter is borrowed from the popular open
source bloom filter project - dabloom (https://github.com/bitly/dablooms). This library
provides persistent Bloom filters using memory–mapped files. Internally dabloom uses
MurmurHash3-128 bit hash to generate a pair of starting hash values–h1(x) and h2(x)
where x is the item (here the chunk hash) being inserted into the Bloom filter. The
remaining hashes are computed using Equation 10 instead of making computationally
expensive hash calculations over and over again, as described in [Kirsch and Mitzen-
macher 2008]. This makes the dabloom implementation quite fast compared to other
implementations.

gi(x) = h1(x) + ih2(x) (10)

where gi(x) is theith hash function
and i ∈ {3, 4,.. n} where n is the total number of hash functions.

In our current implementation, the policy engine coordinator maintains a copy of
Bloom filter for every group in the system and every storage node maintains a Bloom
filter per group. This was done to simplify our implementation; one could optimize
this so that each storage node only maintains changes to a group's bloom filter. These
Bloom filters on the storage nodes are updated when new chunks are written to the
storage node. Changes to the bloom filter are maintained as a separate delta file and
during synchronization other replicas are updated with these changes. The coordinator
also periodically fetches these changes (along with latency experienced by the VMs) so
that it may update its copy of the Bloom filter.

The Bloom filters maintained by the policy engine coordinator help it calculate the
similarity between two groups. For fixed length fingerprints of size m bits, let the
size of two sets (of chunks) A and B be denoted by n (A), n (B). Let the cardinality
of the resulting set when a bitwise OR is done on the Bloom filters representing A
and B (i.e.) the number of 1's set in either of the Bloom filters be denoted by n(A∧B).
The approximate cardinality of the intersection of the two sets is given by Swami et
al. [Swamidass and Baldi 2007] and is shown in Equation 11.

n(A ∩B) =− m

k
× [ln(1− n(A)

m
) + ln(1− n(B)

m
+

+ ln(1− n(A ∧B)

m
)]

(11)

When two groups are merged, the policy engine saves the copies of the bloom filters
to disk so that it may be restored if the groups are split later on. A new bloom filter for
the combined group is also created and is published to the replicas that will host the
combined group.

Since there is one bloom filter per group, the Bloom filter must be large enough so
that it can maintain all chunks of the group with a small error. In order to get a sense
of the accuracy of prediction of the similarity between two sets of data using Bloom
filters, we ran some simulations varying the following two parameters that determine
the accuracy of the Bloom filters:

(1) n– the total number of items/chunks to be stored in the Bloom filter
(2) ε– the false positive rate of the Bloom filter

These two parameters in turn determine,
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Fig. 7. Bloom Filter Similarity Estimation Accuracy

(1) k – the number of hash functions in the Bloom filter
(2) m– the number of bits in the Bloom filter (i.e., the size of Bloom filter).

The error in estimation of the deduplication ratio (i.e.) the difference between the
actual value of deduplication vs. estimated via the Bloom filters and the Equation 11
is given by Figure 7. For our simulations we used two groups with 4 VMs each and
50%combined dedup (i.e the two groups had 50% data in common). The size of VM
images was set to be 2GB, a total of 8GB per group. We used two different chunk sizes
of 4KB and 8KB, so the total number of chunks that need to be represented by the
Bloom filter are (8GB/4KB =) 2097152 and (8GB/8KB =) 1048576 respectively.

We ran multiple runs of the experiment to evaluate the error rate of the Bloom filter
by vaying the values of n and ε and hence the number of hash function k. We show
two such runs of the evaluation in Figure 7. In the two cases shown in Figure 7, the
number of hash functions k = 4 and k = 11 for ε= 0.05 and ε= 0.0005 respectively. As
expected we found that the error probability reduces as the false positive probability
is decreased (and the number of hash functions increases) and we found these values
of k and n to give the least error.

6. EVALUATION
The experiments were run on the Amazon Web Services cloud. We used 6 m3.xlarge
instances with 4 vCPUs and 15 GB RAM as the storage nodes, and 8 m3.large instances
with 2 vCPUs and 7.5 GB RAM as the hosts. We simulated 32 VMs running on the 8
hosts, using FIO running a uniform workload with a mixture of reads and writes on a
8 GB file (8 GB file per VM, so total storage = 8 × 32 = 256GB).

We grouped the 32 VMs into the following three groups initially: (1) G1 with 18 VMs
with latency requirement of 35 ms (2) G2 with 8 VMs with latency requirement of 25
ms (3) G3 with 6 VMs with latency requirement of 20 ms.

The deduplication ratio of each of the individual groups was set to 25% unless speci-
fied otherwise.

6.1. Profiling
In our inital profiling of our storage system, we found that to satisfy the latency re-
quirements mentioned above we required the following resources/replicas per group.

For G3, we found that we required 2 replicas for the 6 VMs in this group to meet
the stay within the latency cap of 20 ms. Using 2 replicas and the workload mentioned
previously (uniform FIO), the average latency of the VMs in G3 was found to be 17 ms.

For G2, we found that we again required 2 replicas for the 8 VMs in the group to
meet the latency cap of 25 ms. Using 2 replicas and the workload mentioned previously
(uniform FIO), the average latency of the VMs in G3 was found to be 21 ms.
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For G1, we found that we again required 2 replicas for the 18 VMs in the group to
meet the latency cap of 35 ms. Using 2 replicas and the workload mentioned previously
(uniform FIO), the average latency of the VMs in G3 was found to be 34 ms.

6.2. Experiments

Fig. 8. Impact of deduplication and latency factors in the clustering algorithm

Figure 8 shows the impact of the weights Wlat and Wded in Equation 9. We started
with three groups initially as described in Section 6.1 and varied the weights in the
cost function. For the set of weight values (Wded, Wlat) = (1,0) the clustering algorithm
to merged all three groups into 1 (G1+G2+G3). The merged larger group, when as-
signed all the 6 replicas resulted in the avg. VM latency to be 25 ms. This is clearly
above the target latency for G1 and hence is an incorrect configuration. The algorithm
recommended this configuration since the latency factor was not taken into accout
since Wlat=0.

For the sets of weight values (Wded, Wlat) = (0.75,0.25) and (Wded, Wlat) = (0.5,0.5),
the clustering algorithm recommended merging of G2+G3. This combined group when
assigned 3 replicas resulted in the average VM latency to be 18 ms. This new group
configuration required 1 replica less than the original configuration where the groups
were stand alone. The reduction in the latency is due to improved caching of chunks,
which was in turn due to the higher dedup ratio of the combined group.

For the sets of weight values, (Wded, Wlat) = (0.25,0.75) and (Wded, Wlat) = (0,1)the
clustering algorithm didnt result in merges since any increase in latency for the groups
would result in higher costs (due to larger weights for latency).

Fig. 9. Impact of approximate estimation of the number of duplicate chunks using Bloom Filter
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Figure 9 compares the clustering of groups when the real deduplication ratio is fed
into the algorithm vs. when the approximate deduplication ratio estimated with the
Bloom Filter (described in Section 5.1) is used. We set the combined dedup ratio of the
combined group G2+G3 to 0.50. It can be seen that the clustering algorithm recom-
mends the same cluster configurations irrespective of whether the real deduplication
factor is used or if the Bloom Filter estimated deduplication factor is used. This shows
that the use of bloom filter provides a reasonable approximation of the deduplication
ratio and can be used for clustering the groups to provide desired latency limits by
setting appropriate weights set for the deduplication factor and the latency factor.

Fig. 10. Impact of error rate in Bloom Filter

As explained in Section 5.1, the false probability rate of the Bloom Filter is directly
proportional to the size of the Bloom filter (i.e., memory consumed by the filter). We set
the false probability rates of the Bloom Filter to be 5%. Figure 10 shows the cluster-
ing of groups for three different configurations of the Bloom filter – (n= 256M , ε= 5%),
(n= 128M , ε= 5%), (n= 54M , ε= 5%). These configurations correspond to Bloom filters
of the following sizes respectively – –200 MB, 100 MB and 50 MB. As expected, as the
memory allocated for the Bloom Filter is lower the clustering algorithm produces un-
desirable combination of groups as a result of estimating the deduplication ratio to be
higher than it really is which in turn leads to higher latencies. In our current imple-
mentation we maintain the entire bloom filter per storage node, we can optimize this
by only storing changes to the bloom filter and sending them to the coordinator when
required. On the coordinator we could maintain the actual Bloom filter for the group,
and we only ever need to read two Bloom filters into memory to compute similarity.
This implies even for large Bloom filters the memory footprint can be reduced.

Fig. 11. Performance impact of clustering groups
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Figure 11 shows the performance impact of clustering. The latency experienced by
the groups of VMs being merged increases slightly (10−14%) during merging activities.
This is due to processes like comparison of chunks/hashes, migration of chunks and
updating of the metadata entries.

Fig. 12. shared replicas

Figure 12 shows the output of the clustering algorithm with the same workload and
settings as in Figure 8 with the replicas being shared by multiple groups. For the
shared replicas case we found that we could satisfy the latency requirements for the
different VMs using 5 physical replicas instead of the 6 physical replicas required for
the independent replicas in Figure 8. This is because the independent replicas could
potentially be under subscribed and with increased sharing of resources lesser (total)
number of replicas can still satisfy the latency requirements of the groups. This is
similar to how virtualization can help better utilize a servers capacity.

For the experiments we first start with an assignment of virtual replicas to physical
replicas such that the latency requirements were met. Even though this is not the
optimal assignment of virtual to physical replicas, the manual assignment helps to
keep the starting state of the experiments the same. In this initial assignment, each
of the groups had 3 virtual replicas so there were 9 virtual replicas in total. We use the
notation V Rij to refer to jth virtual replica of group i and Nk to refer to kth physical
replica. In the initial assignment V R11 and V R31 were on one physical replica each (N1

and N2 respectively). V R12, V R21 were on one physical replica (N3). V R13, V22, V R32

were on one physical replica (N4) and V R23 and V R33 on another physical replica (N5).
Comparing Figure 8 and Figure 12 it can be seen that the latency values of the shared
replicas is slightly higher than the individual replicas case, however we could meet the
latency requirements of the groups by setting the right values for Wded and Wlat while
the total number of replicas required in the shared replicas case is lesser than that for
the individual replicas case.

Figure 13 shows the latency values of each of the groups as the power varies over a
period of 30 minutes. We used the power profiles from the National Renewable Energy
Laboratory (NREL) (http://www.nrel.gov/) wind power datasets. We scaled the power
values according to our cluster size and retained the variations in power supply of the
original dataset. Also we assume that there is sufficient power to provide the guar-
anteed QoS when the green power available is plentiful. When there are power con-
straints due to non–availability of green power, the performance is degraded gracefully
and we assume that there is sufficient power to carry out the adaptation operations.
As explained before, doing the reclustering of groups frequently leads to significant
overhead, and hence the time granularity of the reclustering operations needs to be
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set at a reasonably high value. In this experiment, the energy variations that happen
once every 10-15 minutes. Since our cluster size is small, doing the reclustering at the
same time granularity as the energy varies does not cause too much overhead and
hence we set the minimum time limit between two consecutive clustering operations
at 10 minutes.

Fig. 13. Performance impact of clustering groups

Groups G2 and G3 have a combined dedup ratio of 50%. We started with enough en-
ergy to run 6 replicas, the amount of energy drops at t = 11 mins and only 5replicas can
be kept running. By adjusting the weights (Wded=0.50 ,Wlat=0.50) in the cost equation
when the energy reduces, we are able to trigger a merge of G2 and G3. The merge takes
roughly 4 mins to synchronize the unique content between the independent replicas of
G2 and G3. During this time the latencies go up since the foreground IO contend with
the background replication. The merge finishes at t = 15 mins, from this point on we G1
and the combined group G2+G3, running on just 5 replicas. We see that at this point
we can still satisfy the latency requirements of the different groups. This as mentioned
before is because due to the combined groups dedup ratio being 50% allows the memory
caches to serve the IO rather than having to hit disks and hence even with one fewer
replica, latency requirements of the different groups can be met.

Next at t = 21 mins the amount of available power goes down such that we can
only have 4 replicas. We again adjust the weights of the cost function (to Wded= 0.75,
Wlat= 0.25). This causes G1 and G2+G3 to merge. The merge takes a long time (fin-
ishes after close to 25 mins i.e at t = 35 mins) since there are no common chunks (very
low dedup between G1 and G2+G3) between the groups. Also we see that during the
period of merge the latency requirements for none of the groups can be satisfied since
the combined group doesnt have a higher dedup ratio resulting in more cache misses
and hence more disk IO.

6.3. Evaluation using Microsoft I/O Traces
In the next set of experiments, we used real world traces collected from a Microsoft
Datacenter. We briefly describe the MSR Cambridge traces used in our evaluations
here. The traces were collected over a period of 7 days from 36 different volumes in
a Microsoft datacenter. Since web servers and/or database servers are two common
applications in datacenters, we selected the 4 traces (i.e. web0, web1, web2, web3) cor-
responding to 4 volumes belonging to Web/SQL servers. Since the traces are too large
to run in their entirety, we chose to replay the traces for the day with the highest I/O
arrival rate-the 6th day. The I/O requests in the 4 traces are not distributed uniformly
through the day-the number of requests peaked between 2 PM and 4 PM. The 4 traces
differ from each other in the number of I/O requests. web1 and web3 traces contain sig-
nificantly fewer number of I/O requests than traces web0 and web2. The I/O requests
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in the traces are not all aligned to 4 KB boundary, and hence in these cases, each 4 KB
read triggered extra I/Os to fetch more than one chunk in the storage nodes when we
replayed the traces.

We used a different group setting from the previous experiments to ensure that the
number of VMs in each group is a multiple of 4 (since there are 4 traces). In all we
simulated the activity of 40 VMs. The group configuration was as follows: (1) Group g1
with 20 VMs with latency requirement of 35 ms (2) Group g2 with 12 VMs with latency
requirement of 25 ms (3) Group g3 with 18 VMs with latency requirement of 20 ms.
We again used 8GB virtual disks with 25%dedup ratio and ensured combined dedup
ratio of G2+G3 was 50% We tried both independent replica configuration and shared
replica configuration as before. We set the availability of each group to 3 for the Shared
replicas configuration. That is 3 virtual replicas were used to serve each group.

Next we profiled the IO requests and the latencies with the MSR traces, to determine
an arrangement of VMs to replicas that would meet the above latency requirements for
the Independent and Shared replicas case. For the independent replicas case we found
that we needed 6 replicas in all - 2 replicas for G1, 2 replicas of G2, and 2 replicas
for G3 to meet the latency requirements. We found that this assignment resulted in
the following average latency measurements (1) G1 with 2 replicas had avg. latency of
32ms. (2) G2 with 2 replicas had avg. latency of 20 ms. (3) G3 with 2 replicas had avg.
latency of 16 ms.

For the shared replicas case we found that we needed 6 replicas in all. We needed
6 replicas here as opposed to 5 replicas in the experiment with uniform workload due
the greater number of VMs per group. We empirically came up with an assignment of
virtual replicas to physical replicas such that the latency requirements were met, the
manual assignment of virtual replicas to physical replicas ensured that the following
latencies were achieved, 1) G3 had a latency bound of 20 ms and the assignment of
virtual replicas to physical replicas resulted in average latency of 17 ms. 2) G2 had
a latency bound of 25 ms and the assignment of virtual replicas to physical replicas
resulted in average latency of 21 ms. 3) G1 had a latency bound of 35ms and the as-
signment of virtual replicas to physical replicas resulted in average latency of 33ms.
This assignment may not be optimal, but is one possible assignment that allows the
latency requirements of the different groups to be satisfied. We used a manual assign-
ment to ensure the starting states for the different experiments would be the same.
In this initial assignment, each of the groups had 3 virtual replicas so in all 9 virtual
replicas (we use the notation V Rij to refer to jth virtual replica of group i and Nk

to refer to kth physical replica). In the initial assignment V R11 was on one physical
replica (N1), V R12, V R21 were on one physical replica (N3) V R13, V R31 were on one
physical replica (N4), V R22 and V R32 on another physical replica (N5), V R23 and V R33

on physical replica (N6).
Figure 14 shows the clustering for the independent replicas case. When we ran this

experiment that uses a different workload and group configuration from our original
experiments with independent replicas, we found that the observations from the previ-
ous experiments still held true. We observed that with weights Wded=0.5 and Wlat=0.5
and Wded=0.75 and Wlat=0.25, the clustering algorithm performs the desired merging.
The latency of the combined group G2+G3 is lower than the previous experiments due
to the difference in the workloads. The MSR workload is read dominated and also has
better locality of reference than the uniform r/w workload used in the original exper-
iments. This results in more requests being served from different caches and hence
lower latency than the previous experiments.

Figure 15 shows the clustering for the shared replicas case. When we ran this experi-
ment we definitely observed that one additional replica was needed to meet the latency
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Fig. 14. Performance impact of clustering groups (MSR Traces)

requirements compared to the previous experiments with the uniform workload. This
was due to the increase in the number of VMs from 32 to 40.Here again we observe
that with weights Wded=0.5 and Wlat=0.5 and Wded=0.75 and Wlat=0.25, the clustering
algorithm performs the desired merging. The merging resulted in the virtual replicas
(of both G2 and G3) on N6 to be co-located with the virtual replicas on N5. Since the
combined dedup ratio of G2+G3 is 50%, the increased number of VMs being served
from N5 doesnt cause a large spike in latency. Increasing the value of A results in the
clustering algorithm to place all the virtual replicas on just 4 replicas. This results in
many VMs of G2 and G3 to compete with VMs of G1, this results in loss of benefits
of caching (since G1 and G2 and G1 and G3 do not have a significant combined dedup
ratio)

Fig. 15. Performance impact of clustering groups(MSR Traces)

7. CONCLUSION
In this paper we presented the extension to our flexible storage infrastructure in [Mu-
rugan et al. 2014] that allows specification of storage policies for differentiated treat-
ment of various applications. Through our evaluations we illustrated the benefits of
group based de-duplication and replica management. We also motivated the advan-
tages of grouping VMs on the hosts themselves. We have also evaluated the latency
and storage space impact of dynamically changing this combination of groups which
use the same replicas. The experimental results show that flexStore provides opportu-
nities to gracefully degrade the performance of the storage system in the presence of
energy constraints.
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A possible area to be investigated is the impact of the storage system adaptations
on the resource allocations on the host side. For instance if the number of replicas is
smaller, the VMs spend more time waiting and hence the CPUs of the hosts remain
idle for longer periods. This might provide additional opportunities to do power man-
agement in the hosts as well. Defining policies and allocating storage resources in the
presence of heterogeneous storage media like hard disks and SSDs is a future exten-
sion of this work. The flexStore framework also manages replication adaptively so that
both the performance and power constraints can be satisfied. Garbage collection–the
process of removing chunks that are no longer used by any VM from the system– is a
critical component of a deduplicated storage system and can be easily implemented by
having a reference count for each chunk in its metadata (stored along with each chunk)
and can be carried out as a background operation. A possible area to be investigated
is the impact of the storage system adaptations on the resource allocations on the host
side. For instance if the number of replicas is smaller, the VMs spend more time wait-
ing and hence the CPUs of the hosts remain idle for longer periods. This might provide
additional opportunities to do power management in the hosts as well. Defining poli-
cies and allocating storage resources in the presence of heterogeneous storage media
like hard disks and SSDs is a future extension to this work. We also plan to explore
more sophisticated techniques to address reliability and fault tolerance, beyond simply
specifying the minimum number of replicas to be kept powered on.
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